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Executive summary 

Databri-X aims to provide a framework that will support the implementation of data management projects 

under a wide range of applications. It incorporates a variety of tools covering all the steps needed for such 

implementations and can be extended with additional tools as well. In order to standardize and automate the 

combination of these tools, DataBri-X is based on the JenPlane methodology that organizes and details the 

data management processes. The so called DataBri-X Toolbox includes these tools, their definitions and 

implementations. Integrating the tools not only in the Toolbox but under the conceptual JenPlane methodology, 

requires a well-defined architecture and an integration on different levels. Three levels of integration have been 

identified: the conceptual, the operational and the system level, which are described in this deliverable. The 

requirements and the implementation of these different levels combine technologies, methodologies, processes 

as well as guidelines to conform also to the IDSA and GAIA-X initiatives are presented in this deliverable. 

Apart from the Toolbox implementation requirements, general evaluation requirements and guidelines are also 

provided in this deliverable. Evaluation was performed for each tool and presented under the scope of D3.4. 

In addition, the whole DataBri-X Toolbox is evaluated in the context of the three Use Cases as they have been 

described in the deliverables D5.3 and D2.4. 

This deliverable includes and updates all the information presented in the previous deliverables of the WP, 

D4.1 and D4.2, making it a complete and conclusive document. 
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1 Introduction 

Databri-X aims to provide a framework that will support the implementation of data management projects 

under a wide range of applications. WP4 deals with the DataBri-X Toolbox integration and deployment and 

this deliverable presents the work done in all of the WP4 tasks. In the following section a more detailed 

reference to the related tasks and the content of the deliverable can be found. 

1.1 Mapping Project’s Outputs 

The purpose of this section is to map DataBri-X Grant Agreement (GA) commitments, both within the formal 

Deliverable and Task description, against the project’s respective outputs and work performed. 

Table 1: Adherence to DataBri-X GA Deliverable and Tasks 

DataBri-X Task 

Respective 

document 

section(s) 

Justification 

Task T4.1 – System-Level Integration 

(Leader: LST) [3-34] 

 

Task T4.2 - Conformance validation with 

regard to the governance process (Leader: 

TIB) [3-34] 

Sections 2-4, 

6 

 

Sections 2-4 and 6 covers all the work 

related to the integration processes of the 

Toolbox, providing all the technical details 

of the implementation, the methodologies 

and the tools used to support it. The 

operational level requirements, describing 

the deployment mechanisms, the 

integration of external tools and data 

sources, and the architecture supporting 

these operations is presented. The 

technical infrastructure under the System 

Level, including Kubernetes clusters and 

Argo workflows, which enable the 

automated execution of processes within 

the DataBri-X framework is also 

presented. 

Task T4.3 - Tests and Evaluation DataBri-

X Toolbox  
Section 7 

 

Section 7 includes the methodology used 

for benchmarking and testing of the 

Toolbox and its tools. 

 

Task T4.4 - Deployment within Data Spaces   Section 5 
Section 5 includes all the work carried out 

in task T4.4  

 

1.2 Connection with other WPs 

This deliverable reflects the work done in all of the WP4 tasks and it is related to WP2 (specifications), WP3 

(tool development) and WP5 (use case implementation). WP4 is the integration of the Toolbox itself, with all 

the tools developed in WP3 according to their individual specifications and the ones defined in WP2, while it 

is used and evaluated under the use cases defined in WP5. 
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2 Toolbox specifications 

The DataBri-X Toolbox serves as a comprehensive suite of tools and methodologies designed to facilitate 

efficient data management and integration across diverse projects. The Toolbox encompasses a wide range of 

components, each tailored to address specific aspects of the data life cycle, from acquisition to analysis and 

preservation. By adhering to the JenPlane methodology, these tools are systematically organized and 

integrated, ensuring seamless execution and interoperability. This section details the core design specifications 

of the Toolbox, outlining the essential features, architecture, and operational guidelines necessary for the 

deployment and execution of data-centric projects within the DataBri-X framework. 

The DataBri-X framework is structured around three distinct integration layers: Conceptual, Operational, and 

System. Each layer plays a crucial role in ensuring the seamless integration, deployment, and execution of 

tools within the platform. The Conceptual Layer defines the overarching methodology and governance 

processes, providing the foundational structure for data management projects. The Operational Layer focuses 

on the practical integration and workflow management of the tools, ensuring they function cohesively within 

various project phases. Finally, the System Layer addresses the technical infrastructure, ensuring that the tools 

and workflows are deployed and executed effectively across the platform's underlying systems. Together, these 

layers create a robust, scalable, and adaptable environment for data-centric project execution. 

2.1 Conceptual Level 

In the conceptual level, DataBri-X is based on the JenPlane methodology. This methodology integrates various 

tools under a common conceptual level that facilitates the combination of tools/applications to implement a 

data management project. This methodology organizes projects into phases (conception, implementation, 

publishing, and preservation) and disciplines (such as planning, acquiring, and analysing), ensuring a 

structured approach to project execution. By mapping activities to these phases and disciplines, JenPlane helps 

coordinate tasks effectively, allowing for parallel workflows and iterative progress while maintaining 

alignment with project goals. This will be further explained in Section 6. 

2.2 Operational Level 

The integration mechanism between the governance process and the tools is organized via JenPlane Software 

Specification Ontology (JSSO). Each tool will be accompanied by an instance of JSSO, which indicates where 

in the process the operations of the tool can be used, what their required data is, as well as their working 

conditions in terms of resources required. The Governance Process Designer (GPD) uses this information to 

show the users which activities can be realized by which tools/operations, and what the cost in terms of 

resource requirements would be, licensing, energy, and performance. This helps users to design their processes 

more wisely and, when possible, select tools that better fit their settings, situation, or constraints. 

2.2.1 Tool Integration with other tools 
Tools integrate with other tools through the native Argo Workflow feature for passing information between 

workflow steps. The operations of the different tools that are linked together via the workflow will exchange 

data by passing parameters to each other, e.g., the output of a tool can be the input of the next tool. Parameters 

can be passed in two modes, direct and referenced. In direct mode, the actual data is passed onto the other 

operation. In referenced mode, a reference, e.g., a file path or a URL that indicates the location of the data 

object, is passed. This mode is used for large data objects or for cases where the data cannot be moved based, 

for example, on security policies. These kinds of data objects may be called artifacts. Artifacts require an 

existing artifact repository. This can be an S3-compatible storage solution like AWS S3 or a self-hosted option 

like CEPH/MinIO. 
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2.2.2 Tool Integration with the Workflow 
As mentioned in Section 3.1, all tools are deployable to Kubernetes through helm charts. The initial block 

diagram of the Workflow Builder and the Execution Manager, which illustrates how workflows are composed 

and executed on a designated runtime system, is depicted in Figure 2. 

The deployment package (created by the workflow builder) contains the following: 

• Containerized tools 

o Helm charts, describing the complete set of applications for each tool. 

o Argo CD application manifest for each tool to be deployed. 

• Dataflow mechanism 

o (Argo) Workflow describing the whole application flow. 

• Platform services for monitoring, health check, logging, and auditing. 

2.3 System Level 

One of the DataBri-X platform’s main objectives is to be able to synthesize workflows consisting of tools that 

are deployed and connected on an as-needed basis. For these deployable tools to be able to participate in 

orchestrated workflows, they need to conform to certain common design principles. The scope of this section 

is the development and deployment processes for deployable tools, as well as the processes’ essential assets 

and products, which constitute the tool components that materialize the design principles and facilitate the 

participation of deployable tools in DataBri-X workflows. 

A tool that is part of the DataBri-X Toolbox comprises certain components pertaining to the tool functionality 

and the integration of the tool in the DataBri-X platform. This section describes the aspects of the development 

process for creating a deployable tool, that is integrated in DataBri-X and can be deployed in DataBri-X 

workflows. These aspects include setup of the project repository and the container registry for the tool, 

OpenAPI specification generation for the tool API, containerization of the tool, and definition of the JenPlane 

specification of the tool. 
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3 Automated integration 

At the operational level of the Toolbox, automated integration is achieved through a set of tools deployed in 

the DataBri-X cloud environment, including AWS and GitLab repositories. This integration is primarily 

managed by GitLab pipelines. 

3.1 Continuous Integration (CI) pipelines 

The use of GitLab pipelines has been adopted by the tool owners to ensure automated integration inside the 

project, along with a testing basis which allows partners to automatically test their tools when submitting to 

the specific project repositories. 

This approach consists of a GitLab pipeline, which is essentially the top-level component of continuous 

integration, delivery, and deployment. 

As can be seen in Figure 1, pipelines  [1] comprise of: 

• Jobs, which define what to do. For example, jobs that compile or test code. 

• Stages, which define when to run the jobs. For example, stages that run tests after stages that compile 

the code. 

Jobs are executed by runners. Multiple jobs in the same stage are executed in parallel, if there are enough 

concurrent runners. 

If all jobs in a stage succeed, the pipeline moves on to the next stage. 

If any job in a stage fails, the next stage is not (usually) executed, and the pipeline ends early. 

In general, pipelines are executed automatically and require no intervention once created. 

 

Figure 1: Graphical representation of a complex pipeline with different stages made up of multiple jobs 

As can be seen in Figure 2, our base pipeline includes 4 stages, that run every time a commit is made to the 

main repository of every tool: 

• A comprehensive syntax check of the main files: this includes verifying the presence of all required 

files specified for the tools and performing syntax checks where applicable (such as the OpenAPI 

specification). For quality checks of README or ontology files, a manual review is necessary. 

• A build stage: This enables testing whether the Docker file successfully builds the container and 

verifies whether it can be executed correctly. 

• A test stage: When the container is executed correctly, a series of functional tests run, ensuring that 

the tool operations output the expected files and they can run correctly. 
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• A deploy stage: After all the tests are executed correctly, the Docker container is deployed to the 

GitLab registry, allowing the automated deployment to take place. 

As shown in Figure 2, there is a pipeline running under a specific repository in DataBri-X’s GitLab, triggered 

automatically after a new commit to the main branch. All tests run automatically, and both the repository owner 

and the commit author are notified upon completion, making it easier to detect any issues with the files, build, 

tests, or deployment. 

 

Figure 2: CI/CD pipeline example 

The specific output of the testing of the tools inside the CI methodology implemented for Year 2 is detailed in 

deliverable D3.3 Annex I: Testing of the tools. 

3.2 Continuous Delivery (CD) 

In terms of continuous delivery, we have integrated Argo CD for services that need specific deployment 

specification, such as some persistent services or multi-container applications. Argo CD is a declarative, 

GitOps-based continuous delivery tool for Kubernetes, designed to automate the deployment of applications 

across multiple environments with precision and consistency. It enables teams to define the desired state of 

their applications in Git repositories, ensuring that the live environments always match this source of truth. By 

leveraging Argo CD, we can streamline deployments, reduce human error, and provide real-time visibility into 

application states, making it particularly effective for managing complex, multi-container setups and persistent 

services that require meticulous deployment configurations [2]. 

Argo CD enables continuous delivery (CD) for different applications by connecting to their repositories. Any 

changes made on the development side are delivered according to the specifications defined in the Helm charts 

within the repository. 
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Every time a commit is made to the followed branch, the Argo CD service running in the cluster pulls the 

changes and redeploys the service with its updates, thus optimizing development time and resources. 

 

Figure 3: Example of Argo CD tracking and deploying a DataBri-X service 

For Argo CD to run for an application, we need to define an Argo manifest, which specifies key details such 

as the application's source repository, the path within the repository where the deployment configuration (e.g., 

Helm charts or Kubernetes manifests) is stored, and the target cluster and namespace where the application 

will be deployed. Additionally, the manifest can include sync policies, which determine whether deployments 

are triggered automatically or manually, as well as any specific parameters or overrides necessary for the 

environment. The summary of all these parameters can be seen in the Argo CD dashboard for each application, 

as we can see in Figure 3, where all these parameters are presented to the admin user along with the status of 

the deployment. 

This manifest acts as a blueprint for Argo CD, guiding it in consistently applying updates and ensuring the 

application state aligns with the desired configuration defined in the Git repository. This approach emphasizes 

the importance of integrating and managing diverse deployment tools and strategies to meet the specific needs 

of different applications. This flexibility allows us to handle a variety of deployment scenarios, from simple, 

stateless applications to complex, stateful services that require careful orchestration. By utilizing a mix of tools 

and methodologies, we can ensure that each service is deployed in the most efficient and reliable manner, 

tailored to its unique requirements. 

Deploying applications to an EKS (Elastic Kubernetes Service) cluster using Argo CD involves several key 

steps: 

• For the cluster integration: Argo CD is installed within the EKS cluster as a Kubernetes service. It 

requires proper RBAC (Role-Based Access Control) settings to manage resources across namespaces. 

The connection to the EKS cluster is configured via the destination field in the Argo CD application 

manifest, which points to the Kubernetes API server of the EKS cluster. 

• Then in terms of deployment automation: upon a commit to the monitored branch in the Git repository, 

Argo CD automatically detects changes. Depending on the sync policy defined in the application 

manifest, Argo CD can either automatically or manually synchronize the application's state with the 

desired configuration. For example, an automated sync policy triggers a deployment immediately after 

detecting changes. 
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• When updates are made to the Helm charts or Kubernetes manifests in the repository: Argo CD pulls 

these changes and redeploys the application. This process ensures that any new features, bug fixes, or 

configuration changes are consistently propagated to the live environment with minimal manual 

intervention. 

Argo CD's declarative approach is particularly beneficial for managing complex, multi-container applications 

and persistent services. Applications that consist of multiple containers, such as a microservices architecture, 

can have their individual services defined within separate Helm charts or Kubernetes manifests. Argo CD 

ensures that all related services are deployed in the correct order and within the same environment, maintaining 

inter-service dependencies. 

Services requiring persistent storage (e.g., databases) are managed with care. Argo CD can apply Kubernetes 

Persistent Volume Claims (PVCs) as part of the deployment process, ensuring data persistence across 

deployments. Helm charts or manifests may include storage class specifications to define the type of storage 

used (e.g., EBS volumes in AWS). 

Argo CD also provides robust mechanisms for managing sync policies and rollbacks; Argo CD allows fine-

tuning of sync policies, which can be either automated (deploy immediately upon changes) or manual (deploy 

when triggered by an operator). The prune option in automated sync policies ensures that resources no longer 

defined in the repository are removed from the cluster, preventing configuration drift; In case of deployment 

failures or issues, Argo CD offers rollback capabilities. By reverting the Git repository to a previous state, 

Argo CD can automatically restore the application to a known good configuration. This feature is critical for 

maintaining application stability in production environments. 

When an application is deployed using this technology, all changes and revisions are tracked and can be 

monitored through the admin dashboard. As shown in Figure 4, all Kubernetes resources required by a specific 

application are displayed, enabling users to track running resources, monitor pod usage, and access detailed 

configurations. This provides a more visual approach to troubleshooting, as each box represents a Kubernetes 

resource and includes all relevant parameters. 

 

Figure 4: Dashboard of Argo CD managing Kubernetes resources and providing status and health 
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3.3 Toolbox execution approach 

The approach of the Toolbox usage is summarized in Figure 5. Any tool will be pulled to the registry inside 

the Toolbox premises via an internet gateway, allowing the Toolbox to have seamless access to all the tool 

containers that are used for the different operations, which are residing in an internal registry (orange box) 

under a specific security role (pink box). These containers are called in the execution of a workflow, deploying 

them inside an auto-scaling Kubernetes cluster (dashed orange box) that allows them to run the different 

operations of an individual workflow. 

 

Figure 5: Execution approach of DataBri-X Toolbox 

Conforming to the spirit of DataBri-X project and its execution approach, any tool can be imported to the 

Toolbox if it checks with all the requirements that are defined in deliverable D2.4 [3] . The Toolbox can import 

any tool in its system by pushing the Docker container to its own registry and by staging the different 

specification files. The Toolbox, thanks to its governance system, can use these files to understand the different 

operations of a specific file. The conformance of using a unified specification system allows the Toolbox to 

use any tool in the same kind as a native tool. The recommendation system will then take into account the 

ontology of any tool present in the system and show it to the user when needed, allowing the Toolbox to call 

the specific container and use it inside a workflow, which will be running inside the Toolbox premises thanks 

to the specification system. 
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4 Toolbox deployment 

To integrate the deployable tool into JenPlane and the DataBri-X Toolbox, an OpenAPI specification 

containing the tool’s properties is required. The OpenAPI specification used contains multiple custom tags for 

expressing the tool’s metadata in the context of the JenPlane governance process and the DataBri-X project. 

The definition of the metadata and specification is performed manually, filling in the required properties. An 

example specification available from the project repository for the governance process may be used as a guide. 
 

 

Figure 6: Typical development process of DataBri-X deployable tool 

The typical development process of a DataBri-X deployable tool is illustrated in Figure 6. A project repository 

for the tool is created in GitLab and populated with the tool’s code and related documents that predate the 

DataBri-X project. For the course of the DataBri-X project, development of the deployable tool takes place 

within the corresponding GitLab project repository. Snapshots of the repository contents are marked using tags 

to capture specific points (versions and milestones) in the tool development history. When a new release of 

the tool can be published, the “docker build” command is run, and a new Docker image is created in the local 

Docker Engine installation. The Docker image is tagged in accordance with the current version of the tool or 

the current milestone. After the Docker image has been created and tagged, it is uploaded to the deployable 

tool’s container registry using the “docker push” command. The tool image is, hence, stored in the registry and 

available for further distribution. Deployable tool images can be downloaded from the container registry using 

the “docker pull” command. All DataBri-X partners have the access rights to run “docker pull” to download 

their own tool images, as well as tool images of other partners. Most importantly, the DataBri-X platform can 

automatically pull the docker images from all registries of the project, which are available in AWS ECR private 

registries, to populate the set of deployable tools that can be deployed in DataBri-X workflows. Apart from 

tool images that can be pulled from each deployable tool’s container registry, the DataBri-X platform can 

retrieve other tool components, such as the tool OpenAPI specification document. 

4.1 Deployment 

In general, the tools are deployed to the Kubernetes cluster inside the cloud premises when needed, thanks to 

the governance process which allows the system to start up the different services just when needed as described 

in Section 3.3. 

Nevertheless, there are some tools of services that need to be deployed continuously or in a different way, such 

as connectors, database services and authentication systems. 
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4.1.1 Pipeline 

The automated deployment workflow leverages several tools and platforms to manage and deploy applications 

seamlessly. At the core of this workflow is AWS, which serves as the cloud infrastructure hosting the 

deployment process. AWS provides the necessary resources, such as servers, storage, and networking, to 

support the entire operation. 

The workflow begins with GitLab, where the containers and different specification files are stored. Within 

GitLab, there are specific projects that contain Helm charts. A chart is a collection of files that describe a 

related set of Kubernetes resources. 

Argo CD automates the deployment of applications, ensuring that the applications’ state defined in the Git 

repository matches the state running in the Kubernetes cluster. The process starts when changes are pushed to 

the GitLab repository. These changes trigger Argo CD, which pulls the updated Helm charts from the GitLab 

projects. 

Once Argo CD retrieves the Helm charts, it deploys or upgrades the tools into the Databri-X Toolbox. This 

deployment process ensures that the applications and tools within Databri-X are always up to date with the 

latest configurations and code changes defined in GitLab. By using Helm charts, the deployment process is 

standardized, making it easier to manage and reproduce across different environments. 

This automated deployment workflow involves GitLab, Argo CD and Helm working together to streamline 

the deployment and management of applications. Leveraging AWS infrastructure ensures scalability and 

reliability, ultimately providing an efficient way to maintain and update tools within DataBri-X. 

 

Figure 7: Summary of the architecture for DataBri-X deployment using CI/CD 

Figure 7 illustrates this approach, where Argo CD continuously monitors the GitLab repository (orange fox 

box) for new releases. The parameters outlined in Section 3.2 on Continuous Delivery (CD) are defined by 

the project's Argo CD manifest. Once triggered, Argo CD pulls the Helm charts and deploys them as defined 

in the Toolbox Argo CD manifest. 
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5 Deployment within Data Spaces 

An important objective of WP4 is to draw from the DataBri-X experience and, based on the technical solutions 

given within the project, come up with specific guidelines to facilitate the connection with “external” tools, 

services, and data. Connectivity to external tools, services, and data is very important, since DataBri-X aspires 

to be part of an expanding ecosystem, not to stand as an isolated island. To achieve these objectives, a set of 

guidelines has been produced covering the following two aspects: 

• Guidelines for enriching the DataBri-X Toolbox with third-party tools. 

• Guidelines for integrating the DataBri-X platform with existing Data Spaces. 

These two aspects are further discussed in what follows. 

5.1 Enriching the DataBri-X Toolbox with Third-party Tools 

The DataBri-X Toolbox currently contains more than 20 tools, which are provided by the partners. Although 

these tools cover a wide range of functionality, the total functionality provided by the existing tools is fixed 

and specific. Therefore, it is crucial for DataBri-X to be able to easily accommodate tools that are “external” 

– tools developed outside of the DataBri-X context. 

Therefore, our objective is to provide guidelines that will pave the way for integrating such “external” tools 

into the DataBri-X platform. In what follows, we first present the development and deployment steps that must 

be followed to build, package, execute, use, and integrate tools into the DataBri-X platform. Then we focus on 

describing the essential components that comprise a DataBri-X deployable tool, which are a prerequisite for 

platform onboarding and participation of the tool in DataBri-X workflows. Finally, we discuss the actual 

onboarding process through which JenPlane can use and manage the tool as part of the Toolbox. 

5.1.1 Tool Development and Deployment Process 

A standardized workflow is required for building and deploying a DataBri-X tool to ensure consistent 

functionality and deployment across various environments. This section describes the steps and actions to 

develop, package, deploy, and integrate tools within the DataBri-X platform. The development and 

deployment cycle extracts and defines the essential components required for each tool release, producing 

container specifications, API documentation, integration metadata, and deployment configurations as concrete 

deliverables. The workflow encompasses development practices, containerization standards, automation 

procedures, and platform integration requirements that enable both standalone usage and integration 

capabilities for each tool in the DataBri-X Toolbox. 

Tools must be developed according to platform requirements and packaged as containerized services that 

expose well-defined and documented APIs. The process employed by the DataBri-X project leverages GitLab 

for source control and automated CI/CD pipelines, Docker for containerization and deployability, and Amazon 

Web Services (AWS) for the production infrastructure. These software services support the tool development 

life cycle while enabling both the standalone operation of each tool and the integration of the tool into 

workflows designed and generated by the JenPlane Workflow Designer within the DataBri-X platform. 

To ensure the successful DataBri-X integration of their tool, a tool provider should carry out certain groups of 

tasks that can be summarized as follows: 

• Source Management and Version Control: Establish and maintain a centralized development 

repository with proper version control. 

• Core and Web API Implementation: Implement the required core functionality and expose the 

required Web API. 

• Containerization and Image Distribution: Package the tool into a standardized, portable container 

and publish to the registry. 

• Container Deployment: Define standardized execution methods for containerized tool deployment 



D4.3: Final design and evaluation of the DataBri-X toolbox management platform  
 

 

 Grant Agreement: 101070069 -23- 

 

• API Documentation and Specifications: Create comprehensive API documentation using OpenAPI 

standards. 

• Platform Integration: Extend API documentation with DataBri-X-specific metadata for JenPlane 

integration. 

• CI/CD and Deployment: Implement an automated build, test, and deployment pipeline. 

• Documentation and Usage Guidelines: Provide comprehensive documentation for users and 

developers. 

Each group of tasks involves specific components that collectively comprise a complete deployment package 

for the tool within the DataBri-X platform. These groups of tasks are detailed in the rest of the section. 

5.1.1.1 Source Management and Version Control 

Software development requires robust source control and asset management through a centralized platform. In 

the DataBri-X project, GitLab serves as the central platform for managing both source-available and closed-

source tools through standardized development workflows and automated CI/CD pipelines. Source-available 

tools contain their complete codebase, while closed-source tools maintain operational and deployment assets, 

as well as their documentation, in the GitLab repository of each tool. Through the GitLab Project Repository 

component of each tool, users and developers of the tool can access version control, asset storage, along with 

collaboration and release management capabilities. The version control system tracks changes, enables 

collaborative development through branches and merge requests, and manages versioned releases, making the 

GitLab Project Repository the primary source of information and main access point for each tool’s 

development and deployment resources. 

For the tool Source Management and Version Control, the tasks of the tool provider are as follows: 

• Create a GitLab repository for the tool within the DataBri-X organization. 

• Structure the repository with appropriate directories for source code, samples, documentation, and 

configuration files. 

• Follow proper branching strategy and version control practices. 

• Organize all tool assets including codebase, documentation, sample data, and build configurations. 

• Maintain separate handling for source-available tools (complete codebase) versus closed-source tools 

(deployment assets only). 

5.1.1.2 Core and Web API Implementation 

A tool’s functionality can be internal or external. Internal functionality accounts for core functionality that 

essentially serves the tool’s purpose. Internal functionality is not directly exposed to the tool’s environment 

and may be arbitrarily complex. External functionality is directly exposed to the tool’s environment and is 

provided by the tool’s Web API in the DataBri-X context. The external functionality which is intended for use 

by the DataBri-X Toolbox in JenPlane Workflows, is implemented in an expressive but not overly complicated 

fashion. 

For the tool Core and Web API Implementation, the tasks of the tool provider are as follows: 

• Reuse existing core functionality or implement new core functionality of the tool that serves the tool’s 

purpose. 

• Implement a Web API that exposes all endpoints required for DataBri-X platform integration and use 

in JenPlane Workflows. 

• Ensure that the Web API is workflow-friendly, carefully choosing operation parameters and 

inputs/outputs. 

5.1.1.3 Containerization and Image Distribution 

Containerization enables consistent deployment by packaging tools and their dependencies into standardized, 

portable units. This approach ensures reliable operation across different computing environments while 
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isolating tool dependencies. Through containerization, tools execute consistently across development, testing, 

and production systems, supporting both standalone operation and collaborative workflow scenarios generated 

by the DataBri-X platform’s JenPlane Workflow Designer. Container images are pushed to and managed 

through two dedicated registries: the GitLab Container Registry mainly serves the development and testing 

life cycle, while the Amazon Elastic Container Registry (ECR) hosts production-ready images for deployment 

within the DataBri-X platform. Each tool’s Dockerfile component specifies build instructions and 

configurations, which the Docker build process uses to create container images. These images are accessed 

through the GitLab Container Registry and Amazon ECR Image Path components for distribution and version 

management across development and production environments. 

For the tool Containerization and Image Distribution, the tasks of the tool provider are as follows: 

• Create a Dockerfile that implements a multi-stage build process separating build and runtime 

environments. 

• Ensure the container packages the tool and all its dependencies. 

• Configure the container to expose the tool’s Web API on a specified port. 

• Test container functionality across different computing environments. 

• Push container images to GitLab Container Registry for distribution. 

5.1.1.4 Container Deployment 

Tool operation requires standardized execution methods that function reliably across computing environments 

through Docker container runtime management. This standardization ensures runtime consistency between 

development, testing, and production deployments, allowing tools to operate both as standalone services and 

as integrated units within DataBri-X workflows. The execution process manages container configuration, 

environment variables, port mappings and other runtime settings required for deployment scenarios. Each tool 

defines its Docker Run Command component that specifies the exact command and parameters needed to 

execute the containerized tool for proper tool operation. 

For the tool Container Deployment, the tasks of the tool provider are as follows: 

• Specify the exact Docker run command with all required parameters. 

• Document necessary environment variables, port mappings, and volume mounts. 

• Test deployment procedures to verify proper tool operation. 

5.1.1.5 API Documentation and Specifications 

The DataBri-X platform standardizes API documentation and specifications using OpenAPI, which has 

become the de facto standard for describing REST APIs worldwide. This standardization enables automatic 

API discovery, validation, testing, and client code generation. Through OpenAPI specifications, tools 

document all available operations, parameters, responses, authentication requirements, and other interface 

aspects in both human and machine-readable formats (JSON, YAML). The OpenAPI Specification of each 

tool is typically generated automatically at runtime, to ensure synchronization with the implementation, and 

persisted to the tool repository alongside the tool’s codebase and assets, serving as the primary interface 

definition for both standalone usage and DataBri-X platform integration of the tool. 

For the tool API Documentation and Specifications, the tasks of the tool provider are as follows: 

• Generate OpenAPI 3 specification documenting all tool endpoints. 

• Include detailed descriptions of operations, parameters, request bodies, and responses. 

• Provide examples for all API interactions. 

• Generate specification automatically at runtime, if possible, to maintain synchronization to actual 

implementation. 
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5.1.1.6 Platform Integration 

Platform integration in DataBri-X defines and requires a formal onboarding mechanism that enables tools to 

become integrated platform software units. Each tool must specify its formal tool description following a 

standardized specification, to fulfil the requirements of the onboarding process. The integration leverages 

OpenAPI’s extension mechanism, a standard way for platforms to add custom properties to API specifications, 

like major platforms, such as Amazon API Gateway, extend OpenAPI for their specific needs. Through 

JenPlane Software Specification Extensions, the base OpenAPI specifications are augmented with DataBri-X-

specific attributes that define resource requirements, operational characteristics, and workflow capabilities, 

including detailed parameter specifications for inputs and outputs. Through these metadata extensions, tools 

maintain their standalone API contracts in a backwards-compatible way, while gaining the ability to participate 

in DataBri-X platform workflows at both the design and execution phase. Each tool delivers an “OpenAPI 

Specification with JenPlane Software Specification Extensions” component that augments its base “OpenAPI 

Specification” component with the JenPlane extensions metadata. 

For the tool Platform Integration, the tasks of the tool provider are as follows: 

• Augment base OpenAPI specification with JenPlane Software Specification Extensions. 

• Define extensions using “x-dbx-” prefix. 

• Define resource requirements including CPU and memory demands. 

• Specify operational characteristics such as cost, duration, and energy consumption. 

• Mark parameter directions (input/output) and phase information (design/run time). 

• Ensure the extended OpenAPI specification maintains backward compatibility with standard 

OpenAPI. 

5.1.1.7 CI/CD and Deployment 

An automated CI/CD system ensures consistent tool development and deployment through standardized 

pipelines. This process incorporates code quality validation, automated testing, container image building, and 

staged deployment operations. The pipeline performs systematic checks on code updates (commits), builds 

container images, tests the tools’ expected behaviour with specified inputs and expected outputs, and manages 

deployments across development and production environments. The CI/CD pipeline ensures that tool critical 

operational requirements are met before the production release of the tool in AWS. The CI/CD and deployment 

process is connected to two key components: the GitLab CI/CD Pipeline component for each tool, that provides 

automated build, test, and deployment processes for the tool, and the tool’s Amazon ECR Image Path 

component, that enables access to the production container registry for DataBri-X platform deployment of the 

tool. 

For the tool CI/CD and Deployment, the tasks of the tool provider are as follows: 

• Configure GitLab CI/CD Pipeline with four stages: check, build, test, and deploy. 

• Implement the automated validation of essential files (Dockerfile, OpenAPI specification, 

documentation, etc.). 

• Set up container image building. 

• Create functional tests that validate tool behavior with sample inputs and expected outputs. 

• Configure deployment to Amazon ECR for production-ready images. 

• Restrict production deployment to tagged releases only. 

5.1.1.8 Documentation and Usage Guidelines 

Documentation provides essential guidance for users and developers working with tools in the context of 

DataBri-X. This includes setup and configuration instructions, API references, and usage examples covering 

both standalone operation and platform integration scenarios. The documentation typically resides alongside 

the tool’s code and assets and stays synchronized with tool implementation through version control. In the case 

of commercial tools, like RDFox and PoolParty, the documentation aspect is covered by the official extensive 
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documentation that is publicly available online for the tool. Through each tool’s Documentation component, 

which serves as the central knowledge base for the tool, users and developers can access all necessary 

information for successful tool deployment and usage. 

For the tool Documentation and Usage Guidelines, the tasks of the tool provider are as follows: 

• Create detailed documentation with tool operational instructions. 

• Include setup procedures, configuration options, and usage scenarios. 

• Maintain documentation synchronization with tool implementation through version control. 

• Ensure documentation serves as the primary information reference for the tool. 

5.1.2 Tool Adherence Requirements 

In the previous section, the development, packaging, execution, automation, documentation, and integration 

aspects of the development and deployment process for a DataBri-X tool were presented. These aspects lead 

to the identification of certain components that collectively comprise a snapshot of a deployable tool within 

the DataBri-X Toolbox. Together, these components provide a complete deployment package including 

containerized runtime environments, standardized APIs, execution configurations, integration specifications, 

and platform metadata for DataBri-X. This section details these components. A summary in the form of a table 

is presented in Table 2. 

5.1.2.1 GitLab Project Repository 

The GitLab Project Repository functions as the development and information hub for each tool in the DataBri-

X context. The repository provides version control and collaborative development through branching and 

tagging. It contains development resources including codebase, documentation, sample data (input/output), 

API specifications, and CI/CD configurations. The repository also maintains containerization assets like 

Dockerfiles and related configuration files, as well as build system files defining tool dependencies and 

compilation settings (e.g., build.gradle, settings.gradle, requirements.txt). For source-available tools, it holds 

the complete codebase and resources, while for closed-source tools, it maintains deployment assets. Through 

version control it enables development and progress tracking across the whole tool life cycle. 

5.1.2.2 Dockerfile 

The Dockerfile implements the tool containerization strategy within DataBri-X. Typically, the containerization 

process separates build and runtime environments. The build environment contains development tools and 

dependencies for tool compilation/building, while the runtime environment creates a container with essential 

components for running the tool. Each tool provides a Dockerfile that follows this pattern while meeting 

requirements specific to the tool. 

5.1.2.3 GitLab Container Registry Image Path 

The GitLab Container Registry manages containerized versions of each tool. After building a tool using its 

Dockerfile, container images are pushed to this registry for testing and standalone deployment. The registry 

serves as a distribution hub, with each image uniquely identified by a full path containing the organization 

namespace and a version tag. 

5.1.2.4 Docker Run Command 

The Docker Run Command controls container deployment. This command launches container images with 

necessary parameters, ensuring the tool starts with correct settings whether in development or production 

contexts. Through port mapping (-p flag), container network ports are published to host ports, making the 

tool’s web API accessible. Volume mounting (-v flag) enables access to the host’s filesystem and persistent 

storage by mapping host directories to container mount points. The configuration defines additional runtime 

parameters and operational settings essential for proper tool execution across different environments. 
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5.1.2.5 OpenAPI Specification with JenPlane Software Specification Extensions 

The OpenAPI Specification (version 3) with JenPlane Software Specification Extensions component combines 

standard OpenAPI v3 definitions with DataBri-X-specific extensions, which are required by the JenPlane 

Designer. The specification is composed of: 

1. Base OpenAPI Definition: Contains the core web API description according to OpenAPI v3, 

including: 

o OpenAPI version specification 

o API info (title, version) 

o Server configurations (URLs, descriptions) 

o Paths defining API endpoints with: 

▪ HTTP methods (GET, POST, etc.) 

▪ Operation summaries and descriptions 

▪ Operation parameters (query, path, etc.) 

▪ Request bodies with schemas 

▪ Response definitions and schemas 

This forms the foundation of the formal web API description and is DataBri-X-agnostic. 

2. DataBri-X Extensions: Additional metadata and specifications using the “x-dbx-” prefix that enhance 

the base OpenAPI definition with DataBri-X-specific metadata: 

o Software identification 

o Organization information 

o Registry images 

o Operation-specific metrics (cost, duration, energy consumption) 

o Resource demands and limits (CPU/memory) 

o Parameter direction (in/out) and phase information (design/run time) 

The final OpenAPI specification (openapi.yml) is required for each tool and serves multiple purposes: 

• Provides a human- and machine-readable API contract 

• Enables automatic code generation and validation 

• Documents standalone tool operation using OpenAPI v3 specification 

• Facilitates integration with the DataBri-X platform using the JenPlane Designer for onboarding 

• Supports workflow generation by the JenPlane Designer 

5.1.2.6 GitLab CI/CD Pipeline 

The GitLab CI/CD Pipeline orchestrates automated development processes through four stages: 

1. Check Files Stage: Validates the presence of essential files: 

o Dockerfile for containerization 

o OpenAPI specification (openapi.yml) for DataBri-X integration 

o Documentation (README.md) 

2. Build Stage: Creates and archives the container image: 

o Uses Docker-in-Docker service 

o Builds image from Dockerfile 

o Saves image as artifact for subsequent stages 

3. Test Stage: Validates tool functionality: 

o Deploys container from the built image 

o Executes API endpoint tests with sample inputs 

o Verifies outputs against expected results 

4. Deploy Stage: Publishes to production registry: 

o Authenticates with AWS ECR 
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o Tags image with version information 

o Pushes to AWS ECR production registry 

The pipeline executes on commits to the main development branch and on tagged releases, with deployment 

restricted to tagged versions only. 

5.1.2.7 Amazon Elastic Container Registry Image Path 

The Amazon Elastic Container Registry (ECR) manages production containers within Amazon’s AWS 

infrastructure. This registry receives validated container images after successful pipeline execution, serving as 

the destination for production-ready tools. The registry enables deployment within the platform environment 

and provides access to workflows generated by JenPlane. Each image path in the registry should include 

version tags to identify specific releases. 

5.1.2.8 Documentation 

The Documentation component serves as the primary information reference for each tool. It covers 

architectural overviews and operational instructions for tool usage. The documentation includes detailed tool 

descriptions, building procedures, and usage scenarios, serving as the comprehensive reference for both 

implementation and usage. 

Table 2: Tool Components Template – Standardized Summary of DataBri-X Tool Package 

GitLab Project Repository URL to tool’s repository 

Dockerfile URL to the Dockerfile 

GitLab Container Registry 

Image Path 
Full path to the tool’s container image in GitLab registry 

Docker Run Command Complete command string for running the tool’s container 

OpenAPI Specification with 

JenPlane Software 

Specification Extensions 

URL to the tool’s OpenAPI specification YAML file, augmented with 

the metadata for platform onboarding and workflow integration 

GitLab CI/CD Pipeline URL to the tool’s GitLab pipeline configuration file 

Amazon Elastic Container 

Registry Image Path 
Full path to the tool’s production container image in AWS ECR 

Documentation URL to comprehensive tool documentation 

 

5.1.3 Tool Onboarding Process 

Following the completion of the development and deployment process and the instantiation of all required tool 

components, which have been detailed in the previous sections, the final step for DataBri-X integration 

involves registering the tool with the JenPlane platform. This is required for the integration and use of the tool 

in the JenPlane Workflow Designer. This onboarding process utilizes the metadata produced during the 

previously described platform integration phase, that is, it uses the OpenAPI specification which has been 

extended with the JenPlane Software Specification extensions. This extended OpenAPI specification provides 

information on tool operations and resources required, so that the tool can be used appropriately and efficiently 

in designed workflows. This metadata facilitates integration with the JenPlane platform and interoperability 

with the other tools in the DataBri-X Toolbox that have also been onboarded on JenPlane. 

The onboarding process is performed through the JenPlane user interface. A snapshot of the onboarding 

process of a tool onto JenPlane is presented in Figure 8. 
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Figure 8: Tool Onboarding on JenPlane 

To onboard the tool onto JenPlane, the tasks of the tool provider are as follows: 

• Ensure the CI/CD pipeline has successfully completed, and that the tool image has been pushed to the 

Amazon ECR registry. 

• Update the openapi.yml file to reference the latest tool image name and tag from the Amazon ECR 

registry. 

• Verify the extended OpenAPI specification includes the latest OpenAPI specifications and JenPlane 

Software Specification extensions for the tool. 

• Access the JenPlane UI and navigate to the “Tools” section. 

• Click the “Add New” button to initiate adding a new tool or a new tool version. 

• Select the “Upload YML” option to upload the tool’s extended OpenAPI specification. 

• Choose the “openapi.yml” file containing the latest tool specification. 

• Click “Next” to proceed to the next step of the onboarding workflow. 

• Click “Submit” to complete the onboarding of the new tool or new tool version to JenPlane. 

After the tool has been onboarded on JenPlane, the tool may be used in DataBri-X workflows using the 

JenPlane Workflow Designer. 

5.2 DataBri-X Platform Integration with Existing Data Spaces 

In DataBri-X, workflows are created and run by combining different tools from the Toolbox. Additionally, 

workflows receive data as input and produce data as output. As Data Space principles and technology are core 

aspects of the DataBri-X project, Data Space integration addresses critical tasks: enabling participants of 

existing Data Spaces to provide datasets as input to DataBri-X workflows, utilizing Data Space technologies 

to make workflow outputs available to Data Space participants, and establishing mechanisms for the DataBri-

X platform to become part of existing Data Space ecosystems. This connectivity to external Data Spaces is 

essential, to ensure that DataBri-X is flexible and adaptable to different domains. 

This section provides a comprehensive coverage of the DataBri-X Data Space integration implementation and 

guidelines. Section 5.2.1 presents the architecture and implementation of the DataBri-X platform and provides 

the technical context for integration guidelines. It first presents the integration architecture that fulfils the 

identified requirements of the DataBri-X project. It then describes the Architectural Software Components, 

including the DataBri-X Service Gateway that serves as an abstraction layer for integration, the Data Space 



D4.3: Final design and evaluation of the DataBri-X toolbox management platform  
 

 

 Grant Agreement: 101070069 -30- 

 

components used in DataBri-X, specifically the sovity connector and the sovity DAPS, and the DataBri-X 

platform components, specifically Argo Workflows, RDFox, and DataViz. Section 5.2.2 presents the 

guidelines for the integration of the DataBri-X platform with a different Data Space implementation, based on 

key takeaways from the DataBri-X architecture and implementation. A connector’s key integration 

functionality is presented, along with detailed data offer configuration options that serve as specifications for 

integrating DataBri-X with alternative Data Space implementations. 

5.2.1 DataBri-X Data Space Infrastructure and Connector Framework 

This section presents the integration of the DataBri-X Toolbox with IDS compliant Data Spaces. Specifically, 

we present the integration architecture, the developed software components which implement IDS standards 

and enable the integration, and the operational environment to test and run the implementation for use case 

development. 

5.2.1.1 Data Space Integration Architecture 

In the course of DataBri-X, there has been work on different options to integrate the DataBri-X Toolbox and 

services with Data Spaces, as reported in Deliverable D3.3. In the current section, we first present the 

determined requirements for exposing DataBri-X workflows and platform services within Data Spaces. We 

then discuss our chosen integration architecture which fulfils these requirements. This architecture is applied 

to the three DataBri-X use cases. Finally, we describe the technological evolution throughout the project, where 

we transitioned from our previously presented implementation using the TRUSTS platform to a new 

implementation based on Eclipse Dataspace Components (EDC)1 and sovity2. We conclude with an alignment 

with GAIA-X, where we discuss how DataBri-X services can be integrated. 

Integration Requirements 

We identified several requirements that the integration should fulfil and decided for the architecture which best 

fits these requirements. Specifically, we identified: 

• The Data Space integration architecture should be agnostic to specific Data Space standards. As the 

focus of DataBri-X, we develop an integration architecture aligned with IDSA standards, and 

specifically the IDS-RAM3. However, we also aim for making a GAIA-X integration possible and 

generally aim to keep the architecture open and flexible in how the Toolbox integration can be 

implemented in different Data Space approaches. 

• We aim to integrate the Toolbox transparently with Data Spaces, without requiring individual tools to 

be aware of the specific Data Space implementation or to make any changes in their implementation 

besides providing an OpenAPI Web API to be called. 

• We reuse existing standards, like IDSA, and we reuse existing implementations, like EDC, sovity and 

TRUSTS. We build on standardized existing work and add to it to fulfil our requirements. 

Integration Architecture 

To implement an architecture which fulfils these requirements, we introduced a Service Gateway software 

component, which exposes DataBri-X workflows (using deployable tools from the Toolbox) and platform 

services, like RDFox and DataViz, to Data Spaces. The Service Gateway expects requests to trigger workflows 

or access services via Web API calls (push approach) and thereby supports any Data Space architecture and 

implementation compatible with Web standards. For example, and as applied to the DataBri-X use cases, an 

integration with EDC Connectors can be implemented by exposing DataBri-X workflows as assets and 

requiring consumers to agree to an offer. Thereby, the workflow engine is decoupled from the Data Space, and 

 
1 https://projects.eclipse.org/projects/technology.edc 
2 https://github.com/sovity/edc-ce 
3 https://docs.internationaldataspaces.org/knowledge-base/ids-ram-4.0 

https://projects.eclipse.org/projects/technology.edc
https://github.com/sovity/edc-ce
https://docs.internationaldataspaces.org/knowledge-base/ids-ram-4.0
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the EDC Connector is decoupled from the specifics of the workflows. The Service Gateway takes care of 

secure communication between the EDC Connector and Argo. 

The integration architecture is shown in Figure 9. It shows the integration of DataBri-X deployable tools, 

which run in workflows using tools from the Toolbox as bricks, and DataBri-X platform services, which run 

permanently. Both are separately exposed via the DataBri-X Service Gateway. EDC Connector components 

can access the service gateway available for the specific Data Space. 

The workflows, running deployable tools, can access permanently running services as they are both seen to 

run as part of the DataBri-X ecosystem. 

 

Figure 9: The DataBri-X Architecture 

The provided integration architecture was used to implement use case requirements regarding Data Spaces. 

All use cases were transitioned to the new EDC-based Connector implementation. With the given architecture, 

the actual Connector implementation can be easily exchanged without the need to modify or adapt the DataBri-

X service gateway. This most flexible approach was determined to be the best option to make our work 

adaptable and future-proof. 

5.2.1.2 Architectural Software Components 

In the following, we describe the developed software components and the implementation work done. We 

replaced our previous work, which reused outcomes of the TRUSTS project and was based on the DSC 

Connector, with a new implementation based on the EDC Connector, specifically sovity’s implementation of 

the EDC Connector4. This transition of the implementation was done because EDC is well maintained and the 

sovity Connector is used in commercial settings, and therefore we decided that this was a future-proof way to 

provide a long-maintained implementation for DataBri-X. In what follows, we will describe the various 

 
4 https://github.com/sovity/edc-ce 

https://github.com/sovity/edc-ce
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software components used in the integration architecture in detail. On a high level, we can see 3 different 

classes of components: 

1. DataBri-X Service Gateway – this creates the bridge between the DataBri-X Toolbox and services 

and is agnostic to the concrete Data Space implementation. 

2. Data Space components – components of the IDS-RAM, implementing a Minimum Viable Data 

Space5. 

3. DataBri-X platform components – these components implement various DataBri-X functionalities, 

like the Argo workflow engine. 

In the following we describe these 3 classes in detail. 

DataBri-X Service Gateway 

As shown on the DataBri-X Architecture Diagram, we decided to add an abstraction layer, namely the Service 

Gateway (SG), between an IDS Connector and the access points of the DataBri-X platform, specifically the 

Argo workflows and platform services. This solution allows for the maximum flexibility, as the SG can handle 

incoming requests from different Data Space implementations and any future versions of those. The objectives 

of the SG are: 

1. To authenticate and authorize access to the DataBri-X Toolbox through the Argo Workflows Server. 

This is provided by a Spring Security component and a connected Keycloak Server. 

2. To handle workflow input and output artifacts consumed or produced during the execution of a 

workflow. The SG uses an S3 client to store the artifacts on an S3 storage repository. 

3. To submit a workflow execution as per client request. This and the following objectives are 

implemented as gateway routes, preprocessing any incoming request and forwarding the request to the 

specific Argo Workflow Server HTTP API. Users are not allowed to use any other endpoints. 

Additionally, the request is validated through this process to provide access to the logs of a workflow 

execution. 

4. To provide access to the status of a workflow execution. 

5. To provide access to platform services, specifically permanent data storage and data visualization. 

In the case of a Data Space, the DataBri-X Toolbox is becoming a participant of the Data Space and thus 

provides trusted access to other participants by deploying its own sovity Connector (IDS Provider for Service 

Gateway), which is registered on the Identity Provider of the Data Space. The only channel of communication 

between Data Space participants and the DataBri-X platform is through the sovity Connectors utilizing the 

Dataspace Protocol6. 

In the following, we describe the process of executing an Argo workflow from the perspective of a Data Space. 

The sequence diagram is shown below in Figure 10. We use the following roles of components: 

• ServiceConsumerConnector (SCC) – IDS Consumer Connector retrieving assets in the Data Space. 

• ServiceProviderConnector (SPC) – IDS Provider Connector exposing assets in the Data Space. 

• ServiceGateway (SG) – providing access to the ArgoWorkflowServer and further platform services. 

• Keycloak – authentication service for Data Space participants. 

• S3Repository – cloud storage for data available for workflow executions. 

• ArgoWorkflowServer – execute workflows on behalf of Data Space participants with the provided 

input data available in S3Repository. 

As a prerequisite, all DataBri-X platform resources, like the workflow definitions, are offered through the SPC, 

exposing the Web API of the Service Gateway as assets on the Data Space. Specifically, they are described 

 
5 https://docs.internationaldataspaces.org/ids-knowledgebase/ids-reference-testbed/minimum-viable-data-space/mvds 
6 https://docs.internationaldataspaces.org/ids-knowledgebase/dataspace-protocol 

https://docs.internationaldataspaces.org/ids-knowledgebase/ids-reference-testbed/minimum-viable-data-space/mvds
https://docs.internationaldataspaces.org/ids-knowledgebase/dataspace-protocol
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using the IDS Data Model and attach a contract offer for it with a relevant usage policy. At this stage, the 

minimum needed usage policy is the Connector-restricted Data Usage policy, which restricts access to a 

specific asset to a specific Connector. Thus, only the Connector for which the workflow was defined will be 

able to make an agreement with the SPC and use the platform services available via SG. After the DataBri-X 

assets are defined on the SPC, they are available to SCCs in the Data Space to make an agreement and access 

the platform resources, e.g., execute an Argo workflow. The SCC should then follow the standard sequence of 

actions needed to get access to the workflow, as shown on the first sequence in the diagram. 

After the agreement is achieved, participants can execute workflows and access services. In the case of 

workflows, the Argo workflow already exists, but the data to be used is still not bound. The SCC (usually a 

user) can choose which data to use for a workflow execution. The data can be either data assets that the SCC 

owns or has rights to use in the Data Space or it can be local (private) data of the user. The agreement makes 

the workflow execution artifact available, which is exposed as an HTTP endpoint of the local SCC. The SCC 

client can attach any number of input artifacts on the request, that are needed to execute the workflow. The 

SCC receives this request and follows the second sequence to trigger the workflow execution. In the end of 

this sequence, the SCC client receives the metadata of the execution, notably the execution ID to further 

interact with the DataBri-X Toolbox. 

As the workflow execution is asynchronous, the execution ID is very important, as it is used to get the status 

of a workflow, the logs, and the data output of the workflow. 
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Figure 10: Sequence Diagram of Interaction with the DataBri-X Toolbox in an IDS Data Space 

The Service Gateway offers the following endpoints: 

1. POST /submit: Used to trigger a workflow execution. 

2. GET /status: Used to get the status of a workflow execution. Parameters: 

a. workflowname: the workflow execution ID as returned by the submit action. 

3. GET /logs: Used to get the logs of an execution. Parameters: 

a. workflowname: the workflow execution ID as returned by the submit action. 

4. GET /output: Used to get the output of an execution. Parameters: 

a. workflowname: the workflow execution ID as returned by the submit action. 
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The repository of the Service Gateway can be found at https://gitlab.com/databri-x/swc/service-gateway. 

Data Space Components: sovity Connectors and DAPS 

A Minimum Viable Data Space7 (MVDS) is composed of two connectors and an Identity Provider, typically 

a DAPS. The connectors can be, at the same time, consuming data and providing data, thereby creating a data 

exchange environment where participants can share data in a trusted sovereign environment. For the sake of 

simplicity, let us assume that one of the connectors is the data provider (DP) while the other connector is the 

data consumer (DC). The typical scenario of a data exchange in a Data Space is the following. The DP has 

some data to exchange which the DC wants to use. For this purpose, the DP must describe the dataset using 

the IDS data model. Additionally, the DP needs to attach a contract offer to the dataset, bound with a usage 

policy. Then the DC can view this offer by querying the DP connector. After an agreement is achieved between 

the DP and the DC based on the offered contract, the DC can get access to the actual data. 

As described in Section 5.2.1.1, our target architecture uses a push approach to how the DataBri-X Toolbox is 

accessed by the participants of a Data Space. That means each Data Space participant that requests to execute 

a workflow on the Toolbox, needs to push the data to the Toolbox via the IDS Provider for the Service 

Gateway, which is a sovity Connector. In the following, we describe our implementation stack in detail. 

Data Space integration for the DataBri-X use cases follows the MVDS definition described above. We use two 

components, specifically a Connector and a DAPS. Both implementations are provided by sovity8 and are 

available on GitHub9. The sovity Connector Community Edition (CE) is based on and extends the EDC10 

Connector. For the Identity Provider, we opted for a Keycloak-based implementation intended to be used with 

the sovity Connector. 

Specifically, the Data Space components we used are the following: 

• https://github.com/sovity/edc-ce 

• https://github.com/sovity/sovity-daps 

The sovity Connector adds value to the EDC Connector by supporting easier setup and configuration, which 

is an important factor for the adoption of the DataBri-X Toolbox. In addition, the Community Edition is freely 

available and provides a transparent and community-driven solution, which is well supported and without 

vendor lock-in. As a further (alternative) option, sovity offers hosted and managed Connectors in the cloud, 

named Connector-as-a-Service (CaaS), which further reduces the efforts and complexity to integrate with 

existing Data Spaces. With this choice of technology, we provide reliable and future-proof Data Space support, 

which outlives the extent of the DataBri-X project. 

The documentation for the deployment of Data Space components in the DataBri-X project can be found at 

https://gitlab.com/databri-x/nic/edc-deployment. 

DataBri-X Platform Components 

The DataBri-X platform components include several services, which are not part of the IDS Data Space, but 

integrate with it transparently and are an important part of operating the DataBri-X Toolbox. These are: 

• Argo Workflows 

• RDFox Graph Database 

• DataViz Visualiser 

 
7 https://docs.internationaldataspaces.org/ids-knowledgebase/ids-reference-testbed/minimum-viable-data-space/mvds 
8 https://sovity.de/ 
9 https://github.com/sovity 
10 https://github.com/eclipse-edc 

https://gitlab.com/databri-x/swc/service-gateway
https://github.com/sovity/edc-ce
https://github.com/sovity/sovity-daps
https://gitlab.com/databri-x/nic/edc-deployment
https://docs.internationaldataspaces.org/ids-knowledgebase/ids-reference-testbed/minimum-viable-data-space/mvds
https://sovity.de/
https://github.com/sovity
https://github.com/eclipse-edc
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The main objective of the DataBri-X Data Space integration is to transparently provide the Toolbox as a service 

to implement workflows, consisting of several tools executed sequentially, and manage the data input and 

output. Input and output are performed via sovity Connectors, as previously described. However, we also cover 

the case that the workflow result of data processing should be provided via UI to an end user. This is not part 

of the Data Space but provided as a service via the DataBri-X platform using RDFox and DataViz. This can 

be seen in Figure 11. In what follows, we describe the DataBri-X platform components in detail. 

Argo Workflows11 is an open-source Kubernetes-based workflow engine. It can run defined workflows, where 

each step in the workflow is a Docker container. These multi-step workflows consist of a sequence of tasks 

and benefit from Kubernetes orchestration. Argo Workflows is exposed as a service and called via the DataBri-

X Service Gateway. In addition to returning the data to the calling sovity Connector, we also provide the option 

to store the data in the RDFox graph database. 

 

Figure 11: Workflow Execution Monitor 

RDFox12 is a graph database service in the DataBri-X Toolbox. It does not run as a task in Argo workflows, 

but is deployed as a permanent service, which can receive data via Web APIs and be queried by end user 

applications to make use of the data processing outcome. RDFox stores data using the RDF data model and 

supports the SPARQL query and update standards. 

The DataViz tool is used to visualise data resulting from the execution of Argo workflows to users. It has been 

integrated with RDFox, implementing a working data flow between the visualization layer and the database 

backend APIs. DataViz can be configured for different data models and provides visual analytics capabilities 

which are demonstrated in DataBri-X use cases. 

To summarize, the DataBri-X Data Space integration provides an integration architecture and an 

implementation based on EDC components. We decided for a push approach for the architectural integration, 

so that the Toolbox would not need to be aware of the Data Space, which would allow for flexibility when 

integrating with different implementations of both IDS and other frameworks, like GAIA-X. We started the 

implementation using the DSC Connector and the components previously used in the TRUSTS project to 

maximize the reuse of the project’s outcomes. However, the technical advancement of IDS implementations 

 
11 https://argoproj.github.io/workflows/ 
12 https://www.oxfordsemantic.tech/ 

https://argoproj.github.io/workflows/
https://www.oxfordsemantic.tech/
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during the DataBri-X project indicated that a switch/migration to EDC, and specifically sovity’s 

implementation, had the highest potential to provide well-maintained and future-proof IDS components. With 

this change, we ultimately provide a push integration based on sovity Connectors as the outcome of the 

DataBri-X Data Space integration. 

5.2.2 DataBri-X Data Space Integration Specifications and Baseline 

The sovity EDC CE connector and the Keycloak-based sovity DAPS serve as the current Data Space 

deployment in the DataBri-X project, demonstrating successful integration with the DataBri-X Service 

Gateway. Organizations deploying alternative connectors and authentication and authorization services can 

use this connector implementation and this Data Space deployment as reference for understanding required 

functionality and integration patterns. In this section, the term Reference Connector will be used to represent 

the sovity EDC CE connector, and the term Reference Data Space will be used to represent the Data Space 

that is based on the sovity EDC CE connector and is used in the DataBri-X project. The term Target Connector 

will be used to denote the connector technology used by the candidate Data Space for integration with the 

DataBri-X platform. The candidate Data Space for integration is accordingly termed Target Data Space. 

5.2.2.1 Integration Overview 

To make the DataBri-X platform part of a Target Data Space, specific integration steps must be followed. The 

integration process includes setting up the Target Connector for the DataBri-X platform and ensuring the 

platform is properly certified and onboarded by the Target Data Space identity management system for 

connecting to the other Data Space participants. The Connector assigned to DataBri-X must programmatically 

support certain data offer configuration options, particularly configuration options that enable the DataBri-X 

Service Gateway to fully and effectively expose workflows and services within the Target Data Space 

ecosystem. Additionally, the Target Connector must support restricted publishing policies that allow DataBri-

X workflow offers to be published only for specific participants based on their Participant/Connector IDs, 

ensuring that workflow creators maintain exclusive access to their created workflows and enabling secure and 

controlled workflow execution within the Target Data Space. 

5.2.2.2 Data Space Identity Management 

Identity management is fundamental to establishing trust within Data Space ecosystems, determining how 

connectors authenticate, how participants verify each other’s identities, and how secure interactions are carried 

out. This trust infrastructure enables secure data exchange while maintaining participant sovereignty. 

The Reference Data Space utilizes the Dynamic Attribute Provisioning Service (DAPS) as the centralized 

identity provider. The DAPS implementation is based on Keycloak and powers the identification, 

authentication, and authorization of Reference Data Space participants. Alternative approaches include 

Decentralized Identifiers (DIDs), which enable distributed trust models where participants manage their own 

identities. 

Regardless of the identity management approach applied to a Data Space, operational impact on Data Space 

activities remains largely transparent to participants. The differences lie in how connectors handle identity 

verification behind the scenes. For DataBri-X, when workflows are published and consumed as service offers, 

the DataBri-X platform, as a Data Space participant, authenticates (via a connector) with the identity system 

to establish a secure communication channel between the Service Gateway and the service consumer, through 

the respective connectors. The identity system also enforces access control policies, ensuring workflow service 

offers are published with connector-restricted policies that limit access to specific participants based on their 

verified identities. 

For the Target Data Space implementing either the same or an alternative identity management system, a 

Target Connector must be made available to the DataBri-X platform and must be properly certified and 

onboarded on the Target Data Space, using the identity management system of the Target Data Space. This 

Data Space onboarding process establishes the DataBri-X platform as a trusted participant, enabling the 
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DataBri-X platform to publish workflow service offers and interact securely with other Target Data Space 

participants. 

5.2.2.3 Connector API-First Approach and Management API 

The Reference Connector follows an API-first design philosophy, providing comprehensive programmatic 

access through its Management API. This approach is essential for DataBri-X integration, as the DataBri-X 

platform operates as a service provider that programmatically creates service offers for consumption by Data 

Space participants. The API-first approach of the Reference Connector is demonstrated by the fact that the 

Reference Connector UI directly communicates with the Management API, instead of relying on a UI-specific 

backend service. The Management API is, therefore, the authoritative specification for using the connector, 

either through the UI or programmatically. 

The Management API of the Reference Connector exposes operations grouped by resource type. The resources 

handled are assets, policies, contract definitions, the catalog, contract negotiations, contract agreements, and 

data transfers. The main functionality of the Management API can be summarized as follows: 

• For assets, the API allows creation, update, retrieval by ID, filtered querying, and deletion. Assets 

consist of metadata and a data address with configuration specifying the data/service source. 

• For policies, the API enables creation, update, retrieval by ID, filtered querying, and deletion. Policies 

are defined in the Open Digital Rights Language (ODRL) format and are used for specifying access 

and usage terms. 

• For contract definitions, the API supports creation, update, retrieval by ID, filtered querying, and 

deletion. A contract definition links an access policy, a usage policy, and a set of assets. 

• For the catalog, the API supports submission of catalog requests to a counterparty connector, returning 

datasets and associated policy offers. 

• For contract negotiations, the API allows initiation of negotiations, retrieval by ID, filtered querying, 

and termination by ID. 

• For contract agreements, the API supports filtered querying, retrieval by ID, lookup by negotiation ID, 

and reverse lookup of negotiation by agreement ID. 

• For data transfers, the API supports initiation of push transfers, pull transfers via Endpoint Data 

Reference (EDR) negotiation flow, querying by negotiation ID, getting EDR information, transfer 

process querying, retrieval by ID, state inspection, termination, and deprovisioning. 

A Postman13 collection is provided in the Reference Connector repository14, that completely covers the 

Management API, enabling testing and execution of all available operations. It serves as a reference and as a 

tool for interacting with Management API endpoints across all resource types. 

Since the DataBri-X platform must function as a service provider within the Target Data Space, the Target 

Connector must support equivalent programmatic management capabilities, including automated service offer 

creation and service exposure, as well as contract and policy management. While an API-first approach like 

the one of the Reference Connector is not mandatory, these programmatic capabilities are essential for DataBri-

X integration. 

In the next part of the section, a detailed configuration of a data offer using the UI of the Reference Connector 

is presented. Screenshots of the UI are used to showcase the configuration options for published data offers. 

As explained above, the Reference Connector follows an API-first approach with the UI directly 

communicating with the Management API. Therefore, everything that can be achieved through the UI can also 

be achieved programmatically with the direct use of the Management API. Configuration options essential for 

DataBri-X are highlighted. These highlighted configuration options constitute the baseline that the Target 

 
13 https://www.postman.com/ 
14 https://github.com/sovity/edc-ce 
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Connector should cover, so that integration of the Target Data Space with the DataBri-X platform can be 

achieved. 

5.2.2.4 Connector Data Offer Configuration 

The Reference Connector provides comprehensive data offer configuration options that enable precise 

integration with the DataBri-X Service Gateway. These configuration capabilities serve as a reference for 

implementing the equivalent functionality in the Target Connector. 

The Reference Connector provides multiple configuration options that influence the request to the provider’s 

data source – these critical features are needed for the service consumers to access the Service Gateway through 

the published DataBri-X service offers and, through the Service Gateway, access DataBri-X workflows and 

services. The available configuration options for the data offer type are displayed in Figure 12. 

 

Figure 12: Data Offer Type Configuration 

The data offer type configuration for an available (with data source) data offer, with a REST-API endpoint as 

the data source, consists of the following parameters: 

• Offer Type 

o Available (with data source) 

▪ Provides a data source endpoint. 

▪ DataBri-X: Required. Provides a service endpoint as the data source, with 

immediate access to the DataBri-X Service Gateway endpoints. 

▪ Alternative: On Request (without data source). 
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• Type 

o REST-API Endpoint 

▪ HTTP Datasource exposing Web API endpoints. 

▪ DataBri-X: Required. A specific DataBri-X Service Gateway base endpoint is 

used as the URL. 

▪ Alternative: Custom Datasource Config (JSON). 

• Method 

o The HTTP method used in the request to the endpoint. 

o GET, POST, PUT, PATCH, DELETE, OPTIONS. 

• URL 

o URL for accessing the data or the service on the provider side. 

o DataBri-X: Required. The base URL for the DataBri-X Service Gateway endpoints. 

• Query Params 

o Specific URL query parameters (name-value pairs) to use in the request. 

• Authentication 

o None, Header with Value, Header with Vault Secret. 

• Enable Method Parameterization 

o Allows and requires consumers to provide the HTTP Method. 

o DataBri-X: Required. POST and GET methods are used in various URL paths, so one 

single method will not suffice. 

• Enable Path Parameterization 

o Allows consumers to append to the Base Path of the URL. 

o DataBri-X: Required. Used in /submit, /status, /logs, and /output endpoints for 

workflow-specific endpoint access. 

• Enable Query Params Parameterization 

o Allows consumers to append to the Query Params. 

o DataBri-X: Required. Used in /status, /logs, and /output GET endpoints that require the 

“workflowname” parameter for workflow status, logs, and output retrieval. 

• Enable Body Parameterization 

o Allows consumers to provide a request body. This must be supported by the HTTP Method 

and the consuming side must also provide a Content Type. 

o DataBri-X: Required. Used in /submit POST endpoint for workflow submission. 

• Additional Headers 

o Specific headers (name-value pairs) to use in the request. 

All configuration options above that are highlighted as required for DataBri-X should be available in the Target 

Connector for the successful integration of the DataBri-X Service Gateway which is used for accessing 

DataBri-X workflows and services within the Target Data Space. 

Apart from the operationally critical data offer type configuration options, the Reference Connector provides 

general information fields for describing assets in data offers. This general information implements the 

metadata management aspect of the Reference Data Space and is used in cataloging and search operations on 

the Reference Data Space assets. The general information for an asset of a data offer is presented in Figure 13. 
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Figure 13: Asset General Information 

The Reference Connector implementation provides basic and advanced structured fields for complete 

data/service asset description. The basic fields supported are as follows: 

• Title 

o Descriptive name for the data/service asset 

• Asset ID 

o Unique identifier for the data/service asset 

• Description 

o Detailed data/service description 

• Keywords 

o Searchable tags for data/service categorization and discovery 

The DataBri-X platform uses this basic general information for identifying and describing workflows created 

by and addressed to specific participants. The Target Data Space and Target Connector should support a similar 

metadata schema for describing data/service offers. 

Finally, the Reference Connector supports miscellaneous publishing options of data offers to the Reference 

Data Space participants. These are displayed in Figure 14. 

 

Figure 14: Data Offer Publishing Options 

The data offer publishing options of the Reference Connector are as follows: 

• Publish unrestricted 

o The data offer can be accessed by all Reference Data Space participants. 

• Publish restricted 

o The data offer is published with restrictions that control access. Restrictions may be combined. 



D4.3: Final design and evaluation of the DataBri-X toolbox management platform  
 

 

 Grant Agreement: 101070069 -42- 

 

▪ Time restrictions can be used. 

▪ Participant/connector restrictions can be used. 

o DataBri-X: Required. A Workflow Service Offer is published only for the participant 

that creates the workflow. The consumer’s Participant/Connector ID is required to be 

equal to the specific Participant/Connector ID of the participant that created the 

workflow, so the workflow creator only can view and consume the Workflow Service 

Offer. 

• Create asset only (without data offer) 

o Create the asset but do not publish the data offer. Publishing can be done later. 

As highlighted above, the Target Connector should support restricted publishing to specific Target Data Space 

participants using their participant/connector IDs, ensuring controlled access to DataBri-X services related to 

workflows created by each participant. 
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6 Automated execution 

Data-intensive scientific domains utilize data life cycles to manage and organize their work. These cycles 

feature, in various ways, a set of core data-centric steps, e.g., planning, collecting, describing, integrating, 

analyzing, and publishing. They mainly promote a waterfall-like model of sequentially executing the life 

cycles’ steps. For example, the best practice life cycle offered by DataOne15 (Figure 15) suggests that the 

analysis activities are conducted after integration activities. However, in practice, a scientist may need to 

analyze data without performing the integration. In general, scientists may not need to accomplish all the steps 

and/or activities suggested by a data life cycle management system. Also, in many cases, they simply jump, 

for example, from "collect" to "analyze" in order to evaluate the feasibility and fitness of the data and then 

return to "describe" and "preserve" steps. This causes the cycle to gradually turn into a mesh. Indeed, this 

problem has been recognized and dealt with by the GFBio16 and USGS17 data life cycles. The former has added 

a set of direct links between non-neighboring steps to allow shortcuts, while the latter has factored out cross-

cutting steps, e.g., "describe" and "manage quality", and argued that these tasks must be performed continually 

across all stages of the life cycle.  Although the aforementioned life cycles have realized these issues, they do 

not offer customization guidelines based on, e.g., project requirements, resources availability, priority, or effort 

estimations. 

 

Figure 15: Visual representation of the DataOne data life cycle 

In DataBri-X, we propose JenPlane Governance Process, a two-dimensional Cartesian-like plane, in that the 

x- and y-axes represent phases and disciplines, respectively. A phase is a stage of the project with a predefined 

focus that leads the work towards achieving a set of targeted objectives in a specific timespan. We identify 

four phases; conception, implementation, publishing, and preservation. Phases can be repeated in a run, and 

do not need to have equal timespan. However, each phase should satisfy its exit criteria to be able to proceed 

to the next phase. A discipline, on the vertical axis, is a set of correlated activities that, when performed, makes 

 
15 https://dataoneorg.github.io/Education/bestpractices/ 

16 https://www.gfbio.org/training/material/data-life-cycle/ 

17 https://www.usgs.gov/data-management/data-life cycle 
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a measurable progress in the data-centric project. We have incorporated these disciplines: plan, acquire, assure, 

describe, preserve, discover, integrate, analyze, maintain, and execute. 

  

 
Figure 16: Visual representation of the different phases and disciplines inside the JenPlane methodology 

An execution plan is developed by placing required activities in their respective disciplines’ lanes on the plane. 

Each task (activity instance) is visualized as a rectangle whose width and height respectively indicate the 

duration and effort estimation needed to complete it. The phases, as well as the characteristics of the project 

(requirements, size, team, time, and budget), may influence these dimensions. 

It is possible for a discipline or an activity to be utilized several times in different phases. For example, a 

planning activity gains more weight in conception and fades out over the course of the project, while analysis 

activities start in mid-conception, get full focus on implementation, and may still need some attention during 

publishing phases. Also, multiple activities of different disciplines can run in parallel. However, each task's 

objective should remain aligned according to the phase’s focus and exit criteria. For instance, an analysis task 

in the conception phase may utilize multiple methodologies to perform experimentation on a small sample of 

a designated dataset, while the same task in the implementation phase conducts a full-fledged analysis using 

the chosen methodology on the whole dataset. 

According to this execution plan, the automated execution will take place, making use of the generated Argo 

workflow file that will be used per specific execution plan. The Toolbox is designed in a way that this Argo 

file is directly pulled by an Argo worker which starts and runs the necessary tools and executes them in the 

correct order based on the configuration defined by the user, as is described in Figure 17. 
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Figure 17: Process of communication between the different components of the Toolbox using argocd-role security role 

6.1 Detailed execution 

6.1.1 Argo workflows 

Argo workflows are the base of the JenPlane governance process and the DataBri-X Toolbox execution. The 

workflows define a series of steps equipped with proper data and configurations to be executed in the specified 

order. There are housekeeping steps before and after the main use-case steps, which take care of deploying 

related Docker images, preparing ports, license files, and fetching required input data from external Data 

Spaces or S3-compatible buckets. Main steps receive all required data via parameters, shared persistent 

volumes and HTTP exchange methods. 

To support real-world requirements in a research and industrial context, Argo Workflows within JenPlane are 

further extended to enable a wide array of execution and deployment capabilities. These features ensure that 

the governance model defined at the conceptual layer can be realized robustly and reproducibly at the 

infrastructure level. 

One of the key capabilities offered by Argo Workflows is the support for dynamic environment configuration. 

Workflows can declare and inject environment variables at run time, allowing containers to be parameterized 

without the need for hardcoded values. This is particularly important in data-driven pipelines, where workflow 

behaviour may vary based on dataset characteristics, user preferences, authentication tokens, or runtime 

context (e.g., project-specific directories, temporary file paths, or compute resources). JenPlane utilizes this 

feature extensively to maintain a high level of flexibility, reusability, and portability across different workflow 

executions. 

Furthermore, Argo Workflows enable the deployment of multiple containers within the same pod, supporting 

both a main container (which performs the primary task) and satellite containers (which provide auxiliary 

functions). Satellite containers can be used to lift the heavy computation, data conversion, sensitive data access 

and analysis as well as remote execution of operations. This modular container design ensures that the primary 

logic remains isolated and focused while supporting services run alongside it in a synchronized fashion. 

JenPlane adopts this mechanism to encapsulate complex toolchains, where the proper execution of a step may 

depend on pre-processing, environment setup, or intermediate service integration. 

Additionally, license-dependent software components are often a requirement in research environments. 

Certain tools integrated into the DataBri-X ecosystem are subject to licensing restrictions, which must be 

resolved at runtime to enable their usage. JenPlane provides support for this by allowing the injection of license 

keys via environment variables or by mounting license files as Kubernetes volumes. Moreover, workflows can 
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be configured to interact with external license servers, ensuring legal and functional compliance during 

execution. This capability guarantees that even proprietary or restricted tools can be seamlessly orchestrated 

within the broader workflow pipeline. 

In summary, Argo Workflows in JenPlane serve a dual role: they define the logical sequencing of operations 

in a modular and transparent manner (conceptual level), and they execute these operations within a controlled, 

containerized infrastructure (executional level). The incorporation of advanced features such as environment 

and launch variable management, multi-container orchestration, and license integration positions JenPlane as 

a comprehensive governance framework. It ensures that data workflows are not only technically executable 

but also operationally compliant and adaptable to diverse deployment conditions. This integrated design 

approach is critical for maintaining transparency, scalability, and reproducibility in complex data-driven 

research and innovation workflows. 

6.1.2 K8S cluster 

The Databri-X Kubernetes (K8S) cluster is set up with Elastic Kubernetes Service (EKS) of AWS. Tools can 

be deployed on this cluster in two ways, namely through Argo CD or Argo Workflows. 

• Argo CD is used by tools that instantiate once and need a continuous deployment or service. These 

tools are instantiated once and their API is then used by other tools. Argo CD ensures that the 

application is continuously deployed and updated in the cluster. 

• Argo Workflow is used by tools that are instantiated once per workflow. These tools run a job as a 

separate instance and stop once the job is completed. 

Both Argo CD and Argo Workflows utilize Helm Charts to define application deployment on K8S. Helm 

Charts include configurations for various Kubernetes objects such as Deployments/StatefulSets, Services, 

ConfigMaps, Secrets, and other necessary objects for the application deployment. 

Once the Helm Chart is applied using Argo CD or Argo Workflows, the required Kubernetes objects are 

created. The Kubernetes engine then automatically assigns pods to K8S nodes that have the necessary 

resources to run them. 

A pod in Kubernetes is the smallest deployable unit that can be created and managed. It is a logical host for 

one or more containers, providing them with a shared network namespace and storage. Pods are used to run 

application containers and can be scaled up or down based on the demand. 

The K8S cluster is configured to automatically scale up when demand is high and scale down when demand 

is low or resources are underutilized. Additionally, K8S services (often managed by Istio) enable applications 

within the cluster to find and communicate with each other by name, facilitating service discovery and 

networking. 

6.1.3 Network architecture 

The architecture of the DataBri-X Toolbox is designed to leverage AWS cloud infrastructure, ensuring a secure 

and efficient environment for automated integration, deployment, and execution management. 

The entire architecture resides within a Virtual Private Cloud (VPC) - Figure 18 which provides a secure and 

isolated network environment within AWS. The VPC allows for fine-grained control over the network 

configuration, including IP address ranges, subnets, route tables, and network gateways. The deployment is 

located in the AWS eu-central-1 region. 
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Figure 18: Visual representation of the architectural network of the Toolbox 

The VPC is divided into two main types of subnets: private and public subnets. 

Private Subnet: This subnet hosts resources that are not directly accessible from the internet. It includes: 

• Argo Worker: An instance running Argo workflows for orchestrating complex job workflows. 

• EKS Cluster: Amazon Elastic Kubernetes Service (EKS) cluster which hosts the DataBri-X Toolbox. 

This includes a variety of services and tools required for the execution management of the Toolbox. 

Public Subnet: This subnet hosts resources that need to be accessible from the internet. 

• Composer: The JenPlane tool running in a containerized environment allowing the end user to design 

and run their own workflows. 

Gateways in this architecture provide connectivity between the different subnets and the external world: 

• Internet Gateway (IGW): This gateway connects the public subnet to the internet, allowing resources 

in the public subnet to communicate with the internet. 

• NAT Gateway: A NAT (Network Address Translation) Gateway is a service that allows instances in 

a private subnet to connect to the internet or other external networks while keeping those instances 

hidden from the outside world. Although not explicitly shown in the diagram, a NAT Gateway would 

typically be used to enable instances in the private subnet to connect to the internet for updates and 

patches without exposing them directly to the internet. 

The architecture also utilizes both dynamic and static IP addressing schemes to manage network interfaces: 

The dynamic IPs are allocated automatically by AWS when instances are launched. They are commonly used 

for instances that do not require a permanent IP address, like the tools that are launched within a workflow. 

Static IPs: Also known as Elastic IPs (EIPs) in AWS, these are fixed IP addresses that can be reassigned as 

needed. They are used for instances that need a consistent IP address, such as web servers or other publicly 

accessible resources. These are used mainly for the persistent tools and services such as the JenPlane composer. 
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7 Monitoring and testing design 

7.1 Monitoring Stack 

Within the DataBri-X project, the monitoring stack plays a pivotal role in safeguarding the robustness, 

scalability, and sustainability of every tool, i.e., software artefact, delivered by the consortium. DataBri-X 

pursues a reference architecture for trustworthy, energy-aware data management; therefore, each prototype 

must be observed continuously while it is being built, benchmarked, and validated. The monitoring stack 

establishes an evidence-driven feedback loop that accompanies the entire development and testing pipeline: as 

soon as a tool is deployed in a staging environment, its telemetry streams begin to flow into the stack; 

automated test suites trigger synthetic workloads; dashboards illuminate the real-time behaviour of the service; 

alerts surface regressions before they propagate to production; and historical traces allow developers to 

correlate code changes with performance drifts, resource spikes, or unnecessary energy draw. 

This stack consists of three main components as illustrated in Figure 19. 

 

Figure 19: Monitoring stack of the DataBri-X Toolbox 

Grafana sits at the forefront of the monitoring stack, serving as the unified dashboard for all DataBri-X 

components. For each microservice, data connector, or analytics engine, the engineering team has crafted a 

dedicated dashboard that loads in under a second and renders a curated collection of panels: CPU saturation 

curves, memory pressure timelines, garbage-collection pauses for JVM-based workloads, network throughput 

heat maps, and end-to-end API latencies broken down by route. Grafana is currently used solely for 

visualization within the DataBri-X monitoring stack, providing unified dashboards across all components. 

However, it can be extended with rule-based alerting capabilities if needed, including integration with external 

systems such as Matrix, Slack, or other messaging platforms. This flexibility ensures that, as operational 

demands evolve, real-time notifications and automated workflows can be incorporated without major 

architectural changes. By persisting dashboard definitions in Git and packaging them as JSON blobs inside the 

Helm charts, the project guarantees that every environment exposes an identical telemetry surface, thus 
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eliminating configuration drift. The Grafana dashboards are designed to provide at-a-glance visibility into 

system performance, with color-coding to highlight areas of concern. The dashboards include panels for CPU 

utilization, memory usage, network traffic, and API response times. 

Energy efficiency constitutes a first-class objective in DataBri-X, and Kepler furnishes the granular insight 

required to uphold this objective. Leveraging Intel RAPL counters, AMD SoC energy registers, and software 

models where hardware sensors are unavailable, Kepler attributes joule consumption to individual Linux 

control groups (cgroups), a kernel feature that isolates and limits resource usage for containers and processes, 

and even to specific process IDs when the kernel allows. During load-test, Kepler samples the energy profile 

at one-second intervals, writing enriched metrics (package energy, core energy, DRAM energy, and derived 

carbon intensity) into a Prometheus-compatible endpoint. Grafana overlays these curves on throughput graphs, 

enabling the team to calculate energy-per-transaction and to spot regressions that traditional performance 

counters would miss. 

 

Figure 20: Dashboard in Grafana integrating energy metrics scraped with Prometheus from Kepler 

Beneath Grafana and Kepler lies Prometheus, the time-series scraper responsible for resilient metric ingestion 

and storage. Service discovery is configured through the Kubernetes API, meaning that pods spawned by Argo 

workflows are scraped automatically without manual intervention. Retention policies are tuned to keep one-

minute resolution data for sixty days, after which recordings are down-sampled to fifteen-minute resolution to 

conserve disk space while preserving long-term trend visibility. The PromQL18 query language underpins 

every investigative task: changepoint detection queries identify performance inflections after library upgrades; 

histogram functions compute tail latencies for user-facing endpoints; and recording rules pre-compute core 

KPIs such as request-weighted average response time or energy-normalised throughput, making them 

instantaneously available to dashboards and alerts. 

7.2 Benchmarking Methodology 

Within the DataBri-X project, the benchmarking process has been designed to produce rigorous, quantitative 

metrics that illuminate how each tool performs under real‐world conditions and to feed those insights directly 

into the JenPlane recommendation engine, part of the JenPlane Tool Composer. At its core, this process begins 

with a suite of automated Postman loops that simulate thousands of API calls. These loops run first in a 

sequential fashion to establish a clear performance baseline. 

This process involves several key components as illustrated in Figure 21: 

 
18 Prometheus Query Language, https://prometheus.io/docs/prometheus/latest/querying/basics/ 
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Figure 21: Benchmarking methodology of the DataBri-X Toolbox 

Parallel to raw performance testing, we measure energy consumption at a granular level using the Kepler 

profiling tool. For every API request, Kepler tracks the joules used by CPU, memory and network interfaces, 

and we also establish an idle‐state baseline to distinguish the inherent energy footprint of each tool from its 

active‐use overhead. From this data we calculate metrics such as requests per joule, enabling us to pinpoint 

operations that are disproportionately energy intensive. 

The benchmarking methodology begins by defining a comprehensive test matrix that enumerates every tool 

variant, API endpoint and scenario we wish to compare. For each combination, we author a Postman collection 

that encapsulates the full request workflow, and we parameterize it so that payload size, query filters and 

header configurations can be varied without rewriting the core logic. Within the pipeline, we orchestrate two 

distinct phases of execution: a “baseline” phase in which requests are sent sequentially at a fixed inter‐arrival 

time, and a “stress” phase in which Newman launches hundreds or thousands of concurrent threads. 

While the Postman loops are hitting the endpoints, the underlying monitoring stack is collecting all the metrics 

related to the tools. With the metrics collected, a Python script, which also launches the set of requests, 

calculate the necessary metrics per endpoint. 

• Average Response Time: This metric represents the mean elapsed time between when an API request 

is received and when its response is fully returned. By aggregating every request’s latency over a 

defined test window, the average response time delivers a clear indicator of each tool’s overall speed. 

• Cost per Request: Operational expense is computed by mapping resource utilization (compute cycles, 

memory occupancy, storage I/O and network transfer) onto published cloud pricing. For any given test 

scenario, total cost is divided by the number of successful requests to yield a normalized “cost per 

request.” This figure makes it easy to compare the euro efficiency of different implementations and to 

forecast monthly or annual budgets once projected workloads are known. 

• Energy per Request: Measured in joules, this metric quantifies the electrical energy consumed to 

service an individual API call. Drawing on on-chip counters and system-level instrumentation, we 

record the power draw attributable to each request. Normalizing by request volume produces an 

energy-per-request ratio that highlights which tools or configurations deliver the greatest throughput 

for the least power. This insight is critical for reducing operational carbon footprint and optimizing 

infrastructure sustainability. 

7.3 CI/CD pipelines 

The testing methodology has evolved from the manual approach described in D3.3 to a fully automated 

pipeline with comprehensive monitoring capabilities. This evolution represents a significant advancement in 

our quality assurance processes, enabling more thorough testing with less manual effort. 
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The automated testing pipeline is implemented as a GitLab CI/CD workflow that executes in four distinct 

stages, checkfiles, build, test, and deploy, each running in isolated Docker-in-Docker environments to 

guarantee environment parity and reproducibility: 

• Checkfiles Stage: Prior to any build or test activity, the checkfiles stage verifies the presence and syntactic 

validity of all required artefacts (Dockerfile, OpenAPI specification, including custom databri-x 

parameters, and README). A Python 3.9 container is provisioned, within which an OpenAPI validator 

(openapi-spec-validator==0.7.1) is executed against openapi.yml to catch spec deviations early. This 

early-gate check prevents propagation of missing or malformed files through subsequent stages, reducing 

wasteful computation and developer feedback loops. 

• Build Stage: In the build stage, a Docker 26.0.1 image is assembled and tagged according to Git metadata: 

tags propagate directly to the image tag, the main branch maps to the latest tag, and feature or release 

branches are normalised (replacing slashes with hyphens). Using Docker-in-Docker ensures that the build 

host remains stateless and that all dependencies (OS libraries, Python runtime, application code) are 

captured within the image. This immutability is critical for traceable releases and aligns with Infrastructure 

as Code (IaC) best practices. 

• Test Stage: The test stage reuses the build logic to instantiate the newly assembled image in a container, 

exposing the application. Then a series of automated post requests hit the different endpoints of the tool 

and validates the response against different testing files. Automated sleeps and readiness probes (or sleep 

if not present) ensure the application has initialized before test execution, while the use of curl and file-

based diffs affords portability across CI runners. 

• Deploy Stage: Triggered only on annotated Git tags, the deploy stage installs AWS CLI tooling, 

authenticates against Amazon ECR in the eu-central-1 region, and pushes the release-tagged image to the 

designated ECR repository. This controlled release mechanism, partitioning deployment to tagged 

commits, aligns with semantic versioning and enforces an explicit promote-to-production workflow. 
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8 Conclusions and future work 

The DataBri-X project has successfully laid the groundwork for a comprehensive data management framework 

that supports a wide range of applications. The integration and deployment of the DataBri-X Toolbox, as 

outlined in WP4, has been a significant focus. This deliverable includes the work done in all the tasks under 

WP4 having the following key achievements: 

The integration of the DataBri-X Toolbox, which has been categorized into three levels: conceptual, 

operational, and system. Each level has been thoroughly detailed, covering requirements, deployment 

mechanisms, and evaluation criteria. 

The adoption of containerization and declarative deployment management technologies such as Docker, 

Kubernetes, Helm, and Argo CD that has facilitated automated integration, deployment, and execution of tools. 

This has streamlined the process of managing tool dependencies, performance metrics, and workflow 

orchestration. 

The conceptual foundation provided by the JenPlane methodology has been instrumental in organizing data 

management processes. This methodology, combined with the governance process, has enabled a structured 

and efficient approach to project execution. 

The implementation of CI/CD pipelines using GitLab and Argo CD has ensured automated testing, integration, 

and deployment of tools. This has significantly enhanced the reliability and efficiency of the development and 

deployment processes. 

The project contributed in integrating DataBri-X with existing Data Spaces, facilitating seamless data 

exchange and workflow execution within a broader data-sharing ecosystem and it provided the related 

guidelines. 

The DataBri-X Toolbox has been tested following a specific methodology and it has been evaluated under the 

use cases showcasing its potential and usability. 

This deliverable concludes and reports all the objectives of WP4. Any future work for this WP until the end of 

the project is related to mostly minor improvements of the very specific implementations of the tools or the 

Toolbox. 
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