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Executive summary 

The document sets the final specification of the governance process, the technical specification of the tools as 

well as the demonstrators. The governance process is highlighted, and the technologies related to the toolbox 

specification and integration are also defined. The technologies are based on open-source, widely used and 

accepted state-of-the-art technologies. The demonstrators are based on the three pilot use cases that NOVA, SIE 

and WKD lead, which are related to three different business domains, namely telecom, energy and legal. This 

deliverable describes, for each use case, the DataBri-X tools that are being used, along with how they interact 

with each other, as well asthe main flow that they follow. The details of the requirement analysis and tools 

specification activities are reported in D2.3 (Final Version of Requirement Analysis Result) and D3.1 (Technical 

Requirements Specification and Development Roadmaps for all Tools), respectively. Nevertheless, a summary of 

these previous deliverables is reproduced in this document for self-sufficiency. This deliverable reports mainly 

on the work carried out in the context of the WP2 tasks: T2.2, T2.3, T2.4, referencing governance process 

specifications, toolbox technical specifications and integrated architecture and demonstration specifications 

respectively. 
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1 Introduction 

This document describes the final design and technology selection for the Governance Process Specification, 

Toolbox Technical Specification, and Pilot Demonstration Specification. The work detailed here has been carried 

out in the scope of different tasks within the WP2, and it connects to different WPs within the project, as outlined 

below.  

1.1 Mapping Project’s Outputs 

The purpose of this section is to map the DataBri-X Grant Agreement (GA) commitments, both within the formal 

Deliverable and Task description, against the project’s respective outputs and work performed. 

Table 1.1: Adherence to DataBri-X GA Deliverable and Task(s) descriptions.  

DataBri-X Task Respective document chapter(s) Justification 

Task T2.1 – Requirements’ 

collection, documentation and 

analysis 

T2.1 will conduct surveys and 

interviews with identified 

stakeholders (e.g., use-cases, Data 

Spaces, etc.) to elicit, formulate, 

and validate a set of requirements 

that will, over the course of the 

project, govern the specifications, 

implementations, and realizations 

of the overall integrated 

architecture, governance process, 

tools, and use-cases. T2.1 will 

deliver the requirements for the 

governance process and the 

architecture so that the relevant 

architectural and governance 

implementations in WP3 can 

utilize them. These requirements 

will be elicited and published 

regularly according to an agile 

method for internal use 

The outcomes of this task have been 

reported in Deliverable D2.1. 

Chapter 2 of this document 

provides a summary of the 

requirements identified.  

Chapter 2 provides the summary of 

requirements based on D2.1 

Task T2.2 - DataBri-X 

governance process 

specifications 

T2.2 provides the specification of 

the governance process based on 

the stakeholders’ requirements 

identified in T2.1, the use-case 

requirements/specifications from 

T2.4, as well as input from WP5. 

This includes the definitions, 

specifications, and interactions 

between different components of 

the governance process, between 

the governance process and the 

tools, and between the governance 

process and end users. 

 

Chapter 3 

Chapter 3 explains the process 

specification, the process designer 

application, the semantic 

integration needed for the 

cooperation of the tools, and the 

execution mechanism that will run 

the workflows of the tools. 
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Task T2.3 - DataBri-X toolbox 

technical specifications and 

integrated architecture 

 

T2.3 produces the technical 

specification of the overall toolbox, 

provides an overarching 

architecture for the tools set and 

incorporates an integration 

mechanism for the tools to be able 

to work with each other, with the 

governance process, and with the 

build, deploy, and runtime systems. 

This task may impose technical, 

security, logging, packaging, 

interfacing, and other non-

functional requirements on all the 

tools (developed in WP3), use-case 

(realized in WP5), and datathons 

(conducted in WP6) 

Chapter 4 

Chapter 3 details on the 

specification of the tools and the 

way they have to implement the 

integration requirements. It also, 

imposes metadata requirements 

for the integration with the 

governance process for the 

purpose of automated tool 

recommendation. This chapter 

also explains the element each 

tools needs to implement in order 

to be interoperable with other 

tools as well as with the workflow 

execution system. The chapter, 

additionally, provides 

requirements and the technologies 

needed various platform services 

such as storage, communication, 

auditing, authentication, health 

check and monitoring. 

Task T2.4 - DataBri-X 

demonstration specifications 

(Pilots, Data Spaces) 

T2.4 will deliver the specification 

of the pilot use cases in such a way 

each use case involves scenarios 

that exploit different capabilities of 

the governance process, 

tools/services, and the 

build/deploy/run system. The pilot 

use cases will contain scenarios 

ensuring the incorporation of Data 

Spaces, heterogeneous data usage, 

interaction with external platforms 

and marketplaces, and integration 

of diverse subsets of the tools. T2.4 

will identify a set of KPIs with 

target values that the running pilot 

demonstrators (WP5) will be 

measured against. T2.4 also makes 

sure that use-cases span over 

different parts of the governance 

process and the tools with a degree 

of overlap for testing some of the 

core elements in various situations. 

Chapter 5 

Chapter 4 illustrates and explains 

the basic scenarios of each of the 

demonstrators, provides an 

overall specification and defines 

the resources and runtime 

environment needed to execute the 

demonstrators. 

1.2 Connection with other WPs 

The results of this deliverable and former iteration of it (D2.2 [1]) is being used and will continue to be used in 

order to concrete the definition and construction of tools under WP3, architecture of the toolbox under WP4, and 

Use Case scenarios under WP5. 
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2 Requirements 

This section outlines the critical process of defining and refining the requirements necessary for developing the 

DataBri-X platform. 

In a general scenario, a user interacts with the governance process through a web application to design/customize 

a process for its own needs. The user can start by selecting an optimization policy, for example time or energy 

optimization. Based on the process, the policies, and the available tools, the governance process suggests the best 

feasible tools and services (operations) to fulfil the requirements of the process. In cooperation with the user, the 

final tools and operations will be selected. The selected tools will be put together as a workflow and will be 

deployed on a runtime system for execution. This document explains these aspects and components in detail and 

suggests an architecture for the tools as well as technology stack for the workflow creation and execution. 

The first step, which was to evaluate the pilots’ (Use Case / UC) requirements has been already performed and 

described in deliverable D2.1 (Initial Version of Requirement Analysis Result). The requirements are a vital part 

for the development of the DataBri-X platform and as input for WP3 activities (process and tools development). 

More specifically, the defined requirements were fed to the WP3 assets, and the updated architecture is reflected 

in the design and functionalities of the DataBri-X platform that were developed as part of the tools’ roadmap. The 

requirements are essential for WP5 (Demonstration) activities, as the planning and execution of the UCs are 

closely related to their defined requirements. The second iteration of this step has been already performed under 

deliverable D2.3 [2]. 

The requirements definition process started with the circulation of a Use Case template to be filled by the Use 

Case owners: a) NOVA, b) SIE, c) WKD and after a review of those requirements by the technical team and a 

dedicated workshop that took place in January 2023 in Vienna, the latest use case requirements were formulated. 

More specifically, each UC was further split into sub scenarios, to further refine their workflows and the targets 

to achieve with their successful completion. The sub scenarios also help to better explore the capabilities of the 

DataBri-X platform. Therefore, requirements have been defined for all of the sub use cases. Furthermore, each 

functional requirement is associated with its status, to clearly define whether a particular requirement has been 

completed or is still pending. The report of the different functional requirements is available under D3.3 along 

with the requirements defined for the Use Cases which are reported in D5.2 [3]. 

All the above were crucial for the definition and constant update of the technical requirements, as part of the 

deliverable D3.1, and as input for Work Package (WP) 3 activities in general.  The UC requirements defined in 

WP2, along with the technical requirements from D3.1, are continuously integrated into the WP3 assets. The 

updated architecture defined in WP3 has been incorporated into the design and functionalities of the DataBri-X 

platform, developed according to the tools’ roadmap. Finally, the contents of this deliverable are essential for 

WP5 activities as the planning and execution of the UCs are closely related to their defined requirements. As 

such, the requirements are constantly updated in an online document, in order to have an updated version 

constantly available, while their final status will be reported in the final WP5 deliverable, D5.3. 
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3 Governance Process 

Data-intensive scientific fields rely on data life cycles to manage and organize their workflows. These cycles 

typically consist of a series of core data-related steps, such as planning, collecting, describing, integrating, 

analyzing, and publishing. Traditionally, these steps are followed in a waterfall-like sequence. For example, the 

DataOne1 lifecycle (Figure 3.1) suggests that "analyze" occurs after "integrate." However, in practice, scientists 

may need to analyze data without integrating it first. In fact, not all steps are necessary in every case. Often, 

scientists skip directly from "collect" to "analyze" to assess the feasibility and relevance of the data, before 

returning to steps like "describe" and "preserve". This results in the lifecycle becoming more of a flexible mesh 

than a rigid sequence. 

  
Figure 3.1: DataOne data lifecycle [4] 

This challenge has been acknowledged and addressed by the GFBio2 and USGS3 data life cycles. GFBio 

introduced direct links between non-adjacent steps to allow shortcuts, while USGS identified certain steps (Figure 

3.2), like "describe" and "manage quality", as cross-cutting activities that should occur throughout the entire 

process. Despite these improvements, both approaches lack guidelines for customizing the lifecycle based on 

factors such as project needs, available resources, priorities, or effort estimates. 

 

Figure 3.2: USGS data lifecycle 

 

DataBri-X proposes the JenPlane Governance Process, as illustrated in Figure 3.3, a two-dimensional Cartesian-

like plane, in which the x- and y-axes represent phases and disciplines, respectively. A phase is a stage of the 

 
1 https://dataoneorg.github.io/Education/bp_step/plan/ 
2 https://www.gfbio.org/training/material/data-life-cycle/ 
3 https://www2.usgs.gov/datamanagement/why-dm/lifecycleoverview.php 
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project with a predefined focus that leads the work towards achieving a set of targeted objectives in a specific 

timespan. We have identified four phases, namely: conception, implementation, publishing, and preservation. 

Phases can be repeated in a run, and do not need to have an equal timespan. However, each phase should satisfy 

its exit criteria to proceed to the next phase. A discipline, on the vertical axis, is a set of correlated activities that, 

when performed, makes a measurable progress in the data-centric project. We have incorporated the following 

disciplines: plan, acquire, assure, describe, preserve, discover, integrate, analyze, maintain, and execute. The 

following subsections will delve into key aspects of addressing these challenges, including process specification, 

the process designer application, semantic integration of tools, the execution mechanism, and a summary of the 

overall approach. 

 

 
Figure 3.3: The design surface of an exemplary governance process 

Processes are modeled as RDF-based datasets complying with the so called Jenplane Process Ontology. The 

process designer (see Section 3.13.2 below) ships with a set of pre-built processes to be used as templates. 

However, it is possible for the user of the process designer to design, submit and register custom processes in the 

system. Custom processes may omit some of the phases, disciplines, or activities, and/or add new activities. RDF 

has been chosen for process modeling due to its inherent flexibility and extensibility, which aligns well with the 

dynamic nature of the process designer. By using RDF-based datasets that comply with the Jenplane Process 

Ontology, the system enables users to not only utilize pre-built process templates but also design, submit, and 

register custom processes. RDF's ability to represent complex relationships and accommodate modifications—

such as omitting or adding phases, disciplines, and activities—makes it an ideal choice for supporting both 

standardized and customizable workflows in a structured and interoperable manner. Additionally, the technology 

stack available within the consortium has made RDF a readily accessible and practical option. 

An execution plan (also named as project) is developed by placing the required activities in their respective 

disciplines’ lanes on the plane. Each task (activity instance) is visualized as a rectangle that its width and height 

indicate the duration and effort estimation needed to complete it, respectively. User can establish data flows 

between the tasks provided that their input/output match. The phases, as well as the characteristics of the project 

(requirements, size, team, time, and budget), may influence these dimensions.  
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It is possible for an activity to be utilized several times as different tasks, with various durations and efforts in 

different phases of a project. For example, a planning activity gains more weight in conception and fades out over 

the course of the project, while analysis activities start in mid-conception, get full focus on implementation, and 

may still need some attention during publishing phases. Also, multiple activities of different disciplines can run 

in parallel. However, each task's objective should remain aligned according to the phase’s focus and exit criteria. 

For instance, an analysis task in the conception phase may utilize multiple methodologies to perform 

experimentation on a small sample of a designated dataset, while the same task in the implementation phase 

conducts a full-fledged analysis using the chosen methodology on the whole dataset. 

3.1 The Process Specification 

The JenPlane Governance Process4, or JenPlane for short, is the process that governs a data project. DataBri-X 

has developed an ontology as shown in Figure 3.4 to formally and officially specify the process structure, phases, 

disciplines, and other governing rules. The development is organized on the project's code repository accessible 

to all partners. Based on this ontology, a set of concrete governance processes are designed to manage different 

and various types of projects. At the planning time, a user will choose one of these process templates as the basis 

for his/her specific data project and customize it to fit their requirements and limitations. When the user has 

applied all of the customizations, he/she persists in this instance as a project. 

 

Figure 3.4: A snippet of the JenPlane Governance Process Ontology 

Figure 3.5 Figure 3.5 shows an exemplary process created based on JenPlane, in that a 4-phase plane with 10-

disciplines and an activity are shown. At current status, the proposed templates have over 30 activities covering 

all disciplines and the usual activities necessary to carry out a data intensive project. 

 
4 https://gitlab.com/databri-x/tib/gp.tib.databri-x.eu 
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Figure 3.5: A snippet of a process template, databrix1, based on the JenPlane Governance Process Ontology 

 

3.2 The Process Designer Application 

The Governance Process Designer (GPD) application5, is a web-based application, under active development, that 

allows authorized users to load process profiles and customize them for specific projects. It also helps the user to 

find and solve process level issues, such as non-proportional efforts between various activities, disciplines or 

phases.  

The designer application is equipped with an integrated recommendation engine that enables users to obtain a list 

of recommended software tools (from the DataBri-X tool repository) and operations that best realize the process 

activities according to a selected optimization objective, namely, time, cost, energy.  The information required 

 
5 https://gitlab.com/databri-x/tib/designer.tib.databri-x.eu/ 
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for such recommendations is obtained from the semantic annotations of the selected process as well as the 

software tools’ metadata manifests. 

Figure 3.6 shows a screenshot of the application, in that a process is drawn to model the Siemens use-case. The 

process has been optimized for energy consumption and the operations have been selected to realize the tasks (see 

small circles around the tasks). In this example, two of the tasks have fully optimized operations (green circles), 

while the other two still have better recommendations but the user has chosen otherwise (hence the colour is 

amber) 

 

Figure 3.6: A screenshot of one of the workflow scenarios of Siemens 

 

3.3 Semantic Integration of the tools 

DataBri-X partners develop software tools to be used in data projects. Each software will contain a set of services 

(also known as operations). The software tool and all of the operations are annotated semantically in a manifest 

file that ships with every version of the software. This document contains detailed description of the operations, 

detailed specification of input and output parameters of each operation, as well as the cost, energy consumption, 

and execution time of the operations. The software system is packaged as a cluster-ready Docker container that 

exposes a set of REST-APIs to the outside world.  

Each released software version is available on the DataBri-X tool repository (currently GitLab), while the built 

Docker images are also available via a consortium-wide Docker registry. Both of these repositories are accessible 

to the Jenplane Process Designer for validation, onboarding, and deployment purposes. The onboarding process 

of the Jenplane Process Designer expects that each tool provides specifications for the tool itself (ownership, 

licensing, etc.) as well as for each operation the tool provides. This metadata is collected according to the Jenplane 

Software Specification Ontology (JSSO)6. JSSO differs from the Jenplane Governance Process Ontology that 

models the process itself. 

The specification contains metadata needed for the integration of the tools to the Jenplane process, so that a 

recommendation engine is able to identify candidate services to fulfil the activities in the project’s process. 

Additionally, the metadata contains optimization information for the services, e.g., cost, time, and energy footprint 

 
6 https://gitlab.com/databri-x/tib/gp.tib.databri-x.eu/-/blob/master/src/Jenplane-Software_Specification.ttl?ref_type=heads 
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of the services. The recommender utilizes this information to come up with the best combination of tools and 

services to satisfy the requirements of the process. 

The following figures, provide examples of the ontology and tool annotations. Figure 3.7 depicts the JSSO's main 

concepts, namely SoftwareApplication, SoftwareVersion (not shown in the screenshot), the Operations available 

in the software, the indicators (cost, duration, energy). Th ontology also captures the input and output parameters 

to each operation. This information is used by the recommendation engine to match the operations into workflows.  

 

Figure 3.7: A snippet of the software specification ontoogy 

Figure 3.8 below shows how a software tool named BIFROST developed by Siemens has been modelled. Here, 

dbx:bifrost specifies the software tool owned by Siemems, dbx:bifrost_v1_0_0 indicated the current 

version and dbx:bifrost_simulate_by_username describes one of the operations that performs the 

simulation. This operation not only defines its in/out parameters, but also claims their execution time resource 

demands for CPU, GPU, and memory. The operation also announces its cost, execution time, and energy 

footprint (measured on a benchmark). 
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Figure 3.8 A snippet of the software specification manifest for the BIFROST tool from Siemens 

Figure 3.9 is the manifest of another tools from Siemens that is performing data transformation from CSV to RDF. 

This operation is needed by the simulator in BIFROST. However, since it is available on the tool repository, any 

other workflow can utilize it too. 
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Figure 3.9: snippet of the software specification manifest for the TARQL service from Siemens that is able to 

transform CSV files to RDF 

3.4 Execution Mechanism 

When a process is designed and its optimization objective and other preferences are set, the process is fed into a 

recommender to obtain the best fitting tools and operations. The selected set of tools needs to be woven together 

to build an executable dataflow. This is the job of the workflow builder component (development has recently 

started). The workflow builder is integrated with the designer and is activated by the designer’s command. Upon 

triggering, the workflow builder receives the tools, services, data bindings between them and the relevant portions 

of the tools’ metadata/specification. The output of this component is a deployment package.  

A deployment package, materialized as an Argo workflow7 YAML document, contains all the containerized tools 

as well as the dataflow mechanism. Additionally, the package may contain platform services for monitoring, 

health check, logging, and auditing. Depending on the concrete details of the final runtime system, the technology 

and methods used in the package may differ. At this stage, it has been decided by the consortium that the runtime 

system would be a cluster managed by Kubernetes8.  

Kubernetes is an ideal choice for managing the runtime system due to its scalability, orchestration, and automation 

capabilities, which are essential for efficiently handling containerized tools and services like monitoring, logging, 

and auditing. Its tight integration with Argo Workflows enables streamlined execution and management of 

complex, multi-step data pipelines defined in the deployment package. Kubernetes’ fault tolerance and self-

healing features ensure reliability, while its platform-agnostic nature allows flexibility across various 

environments. Additionally, its resource efficiency, robust ecosystem, and strong security features, such as role-

based access control and network policies, make it well-suited for managing dynamic workloads. Seamless CI/CD 

 
7 https://argoproj.github.io/workflows/ 

8 https://kubernetes.io/ 
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integration further supports the continuous deployment and updating of both containerized workflows and 

platform services. This implies that all the software tools are required to be submitted as containerized Pods. 

Additionally, the consortium has decided that all the services of each tool must be accessible via REST APIs. 

This allows the dataflow management component to bind the service containers to each other based on their API 

specifications. To establish the flow between the services (operations), different cluster-friendly workflow 

technologies are under evaluation. However, Argo Workflow is the main candidate. 

Argo Workflow was chosen for its capabilities in managing the dataflow between services because it is designed 

specifically for orchestrating containerized tasks in Kubernetes environments. Its compatibility with REST APIs 

makes it ideal for binding the service containers together based on their API specifications, ensuring seamless 

communication between the different tools. Argo's ability to define complex, multi-step workflows as code in 

YAML makes it easy to manage, automate, and scale operations across a cluster, while its native Kubernetes 

integration ensures efficient resource utilization and fault-tolerant execution. This makes Argo Workflows well-

suited for the consortium’s requirements of flexibility and scalability in service orchestration. 

At the moment, 23 software tools, 2 processes, and 35 activities have been developed, validated, and registered 

in the system. The recommendation engine is in its early development phases, it generates viable suggestions but 

needs improvement and validation. The work on the workflow builder has just started recently and, thus, the 

quality of its generated workflows can only be reported later in future deliverables, best by the pilots. 
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4 Toolbox Technical Specification 

The toolbox technical specification refers to the way that the various tools of the toolbox need to be setup and 

operate to achieve the integration in the DataBri-X framework, under the JenPlane methodology, and to support 

the workflow process. 

The overall integration will be based on the CI/CD pipelines9 illustrated in Figure 4.1. In terms of development, 

tool developers will use the DataBri-X GitLab as its main git platform, committing the code updates to the 

repository. Every update in the main repository will generate an image via GitLab pipelines, that will be stored in 

the gitlab registry. When an image is considered a stable version of the tool it will be pushed to the AWS ECS 

registry10, that contains every stable image inside the toolbox premises, allowing the workflow to work with every 

stable version of the tool according to its specifications. 

 

 

Figure 4.1: The overall integration mechanism based on the CI/CD pipelines 

In terms of execution within the governance process inside the toolbox, the user will connect to the user interface 

(Figure 3.6), allowing him/her to design the workflow without coding and actual Argo workflow, as this Argo 

file will be automatically generated by the Governance Process, thus calling the different services needed to 

perform the operations, and running the generated workflow with the containerized tools. This overall process is 

illustrated in Figure 4.2, where we can see that JenPlane service connects with Argo in order to wake up the 

services using the security role of Argo-cd, thus ensuring security as the services are independent and can only 

be interconnected through this service. 

 
9 The source is available under https://gitlab.com/databri-x/lstech/integration-and-deployment under .gitlab-ci-example.yml 
10 283840542173.dkr.ecr.eu-central-1.amazonaws.com/databrix 
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Figure 4.2:  Process of communication between the different components of the toolbox using argocd-role security role. 

The next sections present the detailed specifications and integration mechanisms for the tools used in the DataBri-

X platform. Each tool is containerized and Kubernetes-ready, with essential components such as Dockerfiles, 

Helm charts for deployment, and Kubernetes configurations for resource management, health checks, and storage. 

Tools are semantically described to support automated governance processes, enabling their selection and 

deployment within workflows. Additionally, tools output performance metrics for monitoring through 

Prometheus and Grafana. This comprehensive setup ensures scalability, efficiency, and seamless integration with 

other platform services. 

4.1 Tool Specification 

Tools are containerized and Kubernetes-ready. A tool provides at minimum: 

• One or more Dockerfile(s) to package the application(s) 

• Helm charts11 for deploying the application(s), including but not limited to: 

o deployments/StatefulSets 

▪ resource limits (CPU/GPU/MEM) 
▪ health check probes 

• LivenessProbe 

• ReadinessProbe 

• StartupProbe 

o services 

o persistent volume claims (if needed) 

o kubernetes secret for REST endpoint’s mTLS public certificate (see Section 4.8 below) 

o values.yaml file to be used as a template for deployment configuration. 

 
11 Template for the project available under https://gitlab.com/databri-x/lstech/helm.chart.template 
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• A YAML12 file based on OAS 3.x (Open API Access) specifying the operations that the tool provides 

including their input/output. 

• A semantic description of the tool according to the Governance Process Ontology (Section 4.2) that is 

used for tools registry in the toolbox, tool selection by the recommendation engine, and tool deployment 

by the deployment package builder. 

• A gitlab pipeline that manages automated building, testing and deployment within the gitlab repositories, 

thus ensuring no tool without the correspondent health and functional checks is used by the toolbox. 

Tools output performance metrics to Prometheus using the Prometheus client library. The Prometheus instance, 

where these metrics are written, shall be configurable, allowing the central instance of DataBri-X to be utilized 

(see Section 4.7). 

Figure 4.3 illustrates the high-level composition of DataBri-X tools. The functionality of the components is 

summarized as follows: 

 

Figure 4.3: General composition of a Tool 

• Tools provide services or operations. 

• Services are accessed via internal APIs. 

• Other tools and workflows interact with external APIs. 

• External APIs are unified among the toolbox (REST, OpenAPI). 

• Tools and services are semantically described via specifications and ontologies. 

• Tools are containerized and helm charted. 

 

4.2 Tool Metadata  

Each tool comes with a semantic description (see Section Error! Reference source not found.) that serves 

multiple purposes: 

• Tool on-boarding: Upon submission of each tool to the tools’ repository, the content of this metadata file 

will be harvested so that the governance process has enough information about the tool, its operations, 

and the relationship of the operations to the phases and disciplines of the process. 

• Tool Recommendation: When a governance process is designed, it is possible to realize its activities, 

completely or partially, by utilizing the operations of the registered tools. The matching mechanism, 

which is a multi-objective-optimization, requires enough and proper metadata to be available for those 

optimization dimensions, e.g., optimizing for cost by choosing tools with more liberal copyright, or 

optimizing for energy by choosing operations that indicated a lower energy footprint per unit of work. 

 
12 Example available in https://gitlab.com/databri-x/lstech/cost.lstech.databri-x.eu under openAPI.yaml 

https://gitlab.com/databri-x/lstech/cost.lstech.databri-x.eu
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•  Workflow deployment: when the selection process concludes, it is desirable to put all the tools together 

in a workflow/dataflow and run them in harmony over a cluster (a chosen runtime system). The process 

of binding the operation together and building the workflow as well as the runtime machine selection will 

also require specific metadata attributes to be available. Attributes such as resource requirement, e.g., the 

amount of GPU needed for the operation and the duration that amount will be used or will be blocked for 

future use. 

Based on these purposes, the metadata per tool contains the following information about the tool and its 

operations: 

• The list of operations available and its descriptions 

• Cost of the operation in terms of Flops 

• Duration of the operation 

• Energy cost of the operation 

• Memory demand of the operation 

• CPU demand of the operation 

• GPU demand of the operation 

The descriptions of the operations are provided by the tool owners, enabling the governance process to show the 

descriptions to the users. For the resources needed per operation, a first estimation from the tool owners is used 

in preliminary versions of the metadata. This resource specification will be improved along with the task T4.3, 

which will be testing the tools inside the toolbox and retrieving this from different benchmarks designed to 

measure this performance. 

The different metadata is collected by JenPlane from the different repositories of the different tools of the project, 

which are updated regularly with every new version of the tools, thus enabling different information per version 

of the tool, which can be used to select an optimal version for a specific operation. 

4.3 Tool Integration with the Governance Process 

The integration mechanism between the governance process and the tools is organized via Jenplane Software 

Specification Ontology (JSSO). Each tool will be accompanied by an instance of JSSO, which indicates where in 

the process the operations of the tool can be used, what  their required data are as well as their working conditions 

in terms of resources required. The Governance Process Designer (GPD) uses this information to show the users 

which activities can be realized by which tools/operations, and what would be the cost in terms of resource 

requirements, licensing, energy, and performance. This helps users to design their processes more wisely and, 

when possible, select tools that better fit their settings, situation, or constraints. 

 

4.4 Tool Integration with other tools  

Tools integrate with other tools through the native Argo Workflow feature for passing information between 

workflow steps (as explained in Section Error! Reference source not found.). The operations of the different 

tools that are linked together via the workflow will exchange data by passing parameters to each other, e.g., the 

output of a tool can be the input of the next tool. Parameters can be passed in two modes, direct and referenced. 

In the direct mode, the actual data is passed to the other operation. In referenced mode, a reference e.g., a file path 

or a URL that indicated the location of the data object is passed. This mode is used for large data objects or for 

the cases that the data cannot be moved based on, e.g., security policies. These kind of data objects may be called 

artifacts. Artifacts require an existing artifact repository.  
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4.5 Tool Integration with the Workflow 

As mentioned in Section 4.1, tools are deployable to Kubernetes through helm charts. The initial block diagram 

of the Workflow Builder and the Execution Manager, which illustrates how workflows are composed and 

executed on a designated runtime system is depicted in Figure 4.4. 

The deployment package (created by the workflow builder) contains the following: 

• Containerized tools 

o Helm charts, describing the complete set of applications for each tool. 

o Argo CD application manifest for each tool to be deployed [4]. 

• Dataflow mechanism 

o (Argo) Workflow describing the whole application flow. 

• Platform services for monitoring, health check, logging, and auditing (described in Section 4.7) 

 

Figure 4.4: Block diagram of the Workflow Builder and the Execution Manager 

 

 

4.6 Platform services for the tools: Storage, communication 

Tools find each other using the Istio service mesh, an infrastructure layer that gives applications capabilities like 

zero-trust security, observability, and advanced traffic management, without code changes [1], and the 

corresponding Kubernetes services that each tool’s helm chart creates. 
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Tools communicate via REST APIs, based on OAS 3.x13 , through which they pass information to each other, in 

addition to workflow information passing described in Section 4.4. 

Information can be metadata, data, or the location of the information/data (i.e., a link to an S3 bucket). 

Storage options that can be used for interoperability are: 

• Kubernetes persistent volume claims in ReadOnlyMany mode 
• S3 buckets 

o Managed by the tool, for its persistent data (e.g. a big dataset) 

o As an Argo Workflow artifact repository, for transient workflow-specific data 

4.7 Tool Utilities for health check, instrumentation, and monitoring 

Argo CD on Kubernetes handles the infrastructure setup of the tools required to run the dataflow, while Argo 

Workflow on Kubernetes executes the exact steps required for dataflow. Kubernetes health checks are provided 

by each tool (as mentioned in Section 4.1). Centralized logging for each toolbox is handled by: 

• Elasticsearch instances; data store for the logs 

• Fluentd instances (daemonset); logs collector, forwarder to Elasticsearch 

• Kibana instance; navigate, search and visualise the logs 

The logging stack composed of Elasticsearch, Fluentd, and Kibana (often referred to as the EFK stack) provides 

a powerful, centralized system to manage logs across the dataflow infrastructure. Fluentd acts as the log collector, 

gathering logs from various services within Kubernetes and forwarding them to Elasticsearch, where they are 

indexed and stored. Elasticsearch serves as the robust, scalable data store that allows efficient querying and 

management of the log data. Logs typically include important data such as errors, performance warnings, health 

status, and event records from Argo CD, Argo Workflows, and Kubernetes itself. This detailed logging allows 

for the real-time detection of system anomalies and issues. Kibana, as the visualization layer, provides a user-

friendly interface to search, analyze, and visualize these logs, enabling rapid troubleshooting and operational 

insights. The EFK stack ensures that all components of the dataflow are monitored closely, making it easier to 

trace and resolve issues that might arise during execution. 

Performance metrics are handled by: 

• Kepler; for energy related metrics 

• Prometheus; data store and scraping for metrics 

• Grafana; navigate and visualise metrics 

To ensure the system operates efficiently, a dedicated stack is used to monitor and visualize performance metrics. 

Kepler provides energy-related metrics, allowing for the analysis of resource consumption at the hardware level, 

which is critical for optimizing energy efficiency in Kubernetes environments. Prometheus serves as the data store 

and scraper for broader performance metrics such as CPU usage, memory consumption, and network traffic, 

gathered from various services and Kubernetes nodes. These metrics help identify bottlenecks and optimize the 

performance of Argo CD, Argo Workflows, and Kubernetes workloads. Grafana is used to navigate and visualize 

these metrics, offering customizable dashboards for easy monitoring of the system’s health and performance 

trends. This performance monitoring ensures the infrastructure is scalable, efficient, and can quickly adapt to 

increased dataflow or load changes. 

 

4.8 Tool Utilities for Auditing, Authentication, and Authorization 

REST APIs shall be secured through mutual Transport Layer Security (mTLS) for traffic encryption between 

different services. Tools should listen to the REST endpoints using TLS certificates and provide the public 

 
13 https://swagger.io/specification/ 
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certificate to a kubernetes secret for the clients (other tools) to use. Cert-manager14 (kubernetes operator) might 

be used for obtaining, renewing, and using certificates. Regarding the security and access to the tools, the 

following cases will be evaluated: 

1. Each DataBri-X user’s workflow spins up a new instance of each service used, in their own namespace 

(dynamically created by the orchestrator) as shown in Figure 4.4. 

2. Each DataBri-X user is also a user in each service (through a central DB-X IAM provider like Keycloak15) 

and thus only one instance of each service is needed in total. 

A mix of both is also possible, depending on the service. Both approaches are under research and will be 

investigated in more detail. 

 

Figure 4.5: An example of compartmentalizing a cluster into namespaces for security purposes. 

 

 

 

 

 

 
14 https://cert-manager.io/ 
15 https://github.com/keycloak/keycloak 
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5 Demonstration Specification 

5.1 Overall Demonstrator Specification 

The developments behind DataBri-X are driven by 3 use cases from different problem domains, namely, the 

domains of telecom operations, energy, and legal. The telecom use case (partner NOVA) focuses on the data-

driven analysis and generation of novel business models. The energy use case (partner Siemens) explores how 

data driven tools can be used to identify and quantify the potential of renewable energy communities and the 

benefits of a data market strategy. The legal use case (Wolters Kluwer) aims for the development of a European 

Legal Data Space to make legal information and knowledge widely available. 

Each of the three use cases - NOVA, Siemens, and Wolters Kluwer - has a unique set of challenges and 

requirements, which are reflected in the different data-driven services required to implement each use case. This 

allows shaping and complementing DataBri-X tools towards different application domains.  Furthermore, the 

deployment of separate data spaces has been completed to aid for the data governance of each use case, as their 

diversity requires data from multiple sources and formats.  

In the case of the telecom use-case, DataBri-X will provide a combination of natural language processing (NLP) 

tools, sentiment analysis tools, and data processing and visualization tools, which will allow to analyse, process, 

and visualize large volumes of customer information and service performance data in a timely and efficient 

manner. The data can originate from multiple departments of the company such as the marketing department, the 

engineering department and the customer support department. 

For the energy community use case, DataBri-X will provide tools for data management, and data processing with 

a focus on time-series data. The tools required for data management include data space access, data validation, 

transformation, and post-processing tools, which will be used to ensure the authenticity and compatibility of data 

sources used in the simulation. Overall, these tools will help to simplify the creation/setup and implementation of 

an energy community simulation, as well as to enrich and extend a simulation environment with additional 

features. The data required for the simulation range from grid topology, weather data, energy market data, load 

profiles to data on the operation of the energy community and the accompanying asset strategies. 

Implementing the legal use case involves a combination of data management, analysis, and visualization tools 

and result in a prototypical European Legal Data Space platform.  This platform will require tools for data 

validation, transformation, and post-processing, as well as tools for metadata creation and capture. In addition to 

tools related to the handling of legal text, natural language processing as well as data analysis and visualization 

tools will be required to enable the data space users to derive the specifics of legal data. Due to the legal nature 

of this use case, it is imperative that transparency and clarity on data governance are ensured, both for external 

parties that use the data space as well as the for the specific target group of legal professionals.  

 

5.2 Demonstration Testbed, setup, and monitoring 

The DataBri-X demonstration testbed has been implemented based on Kubernetes. To bridge the gap between the 

design of the use cases and the execution of the test cases the Argo16 tool was utilized. Argo is a Kubernetes-

native workflow engine supporting Directed Acyclic Graphs and step-based workflows. This allows the designed 

workflows to be executed in a Kubernetes environment and it also supports the monitoring of different KPIs to 

ensure the efficiency and effectiveness of the DataBri-X framework. For example, monitoring energy efficiency 

will help identify energy-intensive processes or services and optimize them to reduce energy consumption and 

costs. Similarly, monitoring resource utilization will help identify bottlenecks or inefficiencies in the system and 

optimize resource allocation to improve performance and reduce costs. Performance metrics such as response 

time, throughput, and error rate can also be monitored to ensure that the DataBri-X framework meets the required 

 
16 https://argoproj.github.io/ 
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service level agreements (SLAs) and user expectations. Feedback and recommendations for all of the above, as 

well as an easy-to-use interface is provided by JenPlane, as mentioned in Section 3.2. 

Overall, the monitoring of different KPIs during execution is essential to optimize the performance, efficiency, 

and security of the DataBri-X framework and ensure its successful implementation in a Kubernetes cluster. 

The next sections will dive into the Use Case Deomonstrator specifications, covering the different requirements 

per scenario and pilot specifications. 

5.3 Demonstrator 1 specification: The Operator Data Space 

Summary 

Telecom companies like NOVA interact with millions of subscribers through call centers, and other 

communication channels on a daily basis, which leads to an overwhelming amount of customer information. 

Service providers need high-performing toolboxes to analyze, in a timely manner, such expanding data volumes, 

using advanced analytics methods targeting the respective data spaces. 

Furthermore, service providers’ monitoring systems receive millions of alarms per day, feeding infrastructure and 

service quality provision processes. Most of the time, all that data is underutilized, and the service provider is not 

maximizing its full potential. This UC targets to alter this by utilizing the DataBri-X toolbox in multiple updated 

scenarios. 

Scenario 1 

As mentioned in D2.2 the first scenario involves social media and call center data. The flow that was followed to 

handle the NOVA social media portion of the scenario in presented on Figure 5.1.. 

 

Figure 5.1: Use Case 1 - Scenario 1A tool flow. 

Traversing the flow from left to right, the process begins with the NOVA social media data that are obtained via 

the Data Space. Data are marked as a blue oval to indicate the starting point of the workflow. The dataset is 

inserted into a middleware tool called Dataset Transformer to make the necessary format changes and prepare the 

data for the PoolParty tool. Once the dataset is sent to PoolParty, along with a Vocabulary definition, the dataset 

is annotated and enriched. This allows the dataset to be properly filtered by the PoolParty tool in order to remove 

entries that are not relevant to the NOVA company. Finally, the annotated, enriched and filtered dataset is used 

as input for the TwitHoard tool, which provides a summarization of the tweets as an output for the whole flow. 

The described flow includes all the green boxes and represents the currently developed and tested state of the sub-

scenario. 

Figure 5.2respectively illustrates the flow for the second sub scenario that includes the NOVA call center 

recordings. 
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Figure 5.2: Use Case 1 - Scenario 1B tool flow. 

The provided NOVA recordings from the NOVA call centers are transformed to text from the Speech to Text 

component and then forwarded to the PoolParty Suite. With the help of an Errors vocabulary definition, the suite 

performs sentiment analysis and error classification. The results are visualized from the eBos Visualizer 

component. 

Scenario 2 

As mentioned in D2.2 the second scenario involves network statistics data. The flow that was followed in 

presented on Figure 5.3. 

 

Figure 5.3: Use Case 1 - Scenario 2 tool flow. 

Traversing the flow from left to right, the process begins with the NOVA network statistics data that are obtained 

via the Data Space. Just like in scenario 1, data are marked as a blue oval to indicate the starting point of the 

workflow but in scenario 2, the dataset is inserted to the CostNous Forecaster tool, in order to generate reports for 

the traffic seasonality of the asset that the dataset corresponds to. Furthermore, the CostNous Forecaster is able 

to provide traffic forecasting reports for the same asset and visualize them in a user-friendly way. The described 

flow includes all the green boxes and represents the currently developed and tested state of the sub-scenario. 

Pilot Setup 

The pilot will be setup as part of the JenPlane platform that will be developed. System requirements for an end-

to-end trial will vary based on the scenarios to be executed but a guideline for a deployed VM is the following: 

• CPU: 4 Cores 

• RAM: 16GB 

• SSD: 10GB 

• Utility: Docker, Docker-Compose 

An important note is that different processes and thus different tools might have different needs in terms of setup. 

An example of this is the Speech to Text process that is a very GPU intensive process that is completed in 10x 

more time if executed in the CPU, so it is crucial that the provided VM has enough GPU power to handle it there. 
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Furthermore, as part of this pilot, a Data Space was necessary to provide the datasets in a secure and controlled 

way. The Data Space for UC1 was deployed in the premises of NOVA and is part of the Media domain. 

5.4 Demonstrator 2 specification: Energy Communities 

Summary 

The goal of this demonstrator is to evaluate the feasibility of various configurations for energy communities (ECs). 

At present, this evaluation is conducted using the Siemens BIFROST simulation software, which operates on 

specifically designed EC simulation scenarios and data inputs. As part of the DataBri-X project, we aim to modify 

and enhance the BIFROST application to leverage the assorted tools offered within the project, for instance, for 

discovery, transformation and validation of input data to the simulation tool, as well as analysis and reporting of 

the outcomes. The demonstrator specification has been done earlier in the project and reported in D2.2. In this 

section we provide an update of that specification, covering the current status of the setup and simulations. 

Current setup: Prior to DataBri-X, the BIFROST tool was used in isolation to simulate energy communities. 

BIFROST is a narrative simulation platform for creating, exploring, and presenting innovative solutions and 

scenarios in the field of energy communities and smart grids. It was conceptualized as a narrative tool, which 

allows users to set up a simulation and explain the outcomes.  The tool can be tried online at https:// 

bifrost.siemens.com. As explained in D2.2, BIFROST has a core module, which enables the creation of simulation 

scenarios and orchestraters their simulation. Simulation data, on the other hand, are provided by external modules, 

which are connected to the core module via REST APIs.  

In the current setup, we extend the simulation pipeline, by adding DataBri-X tools to i) fetch input data from 

existing data spaces; ii) transform and enrich the data; and iii) transform the data to the format required by 

BIFROST. The data is then made available to BIFROST via one of the external modules. This has led to more 

efficient onboarding of the data required for the simulation, which was previously done manually. Currently, we 

are working on adding DataBri-X tools for analysing the data from the simulation runs and consequently 

publishing them (e.g. in a data space). 

Demonstrator specification: The demonstrator showcases how DataBri-X technologies and tools can be used 

to: i) simplify the creation/setup and implementation of an energy community simulation, as well as ii) enrich and 

extend a simulation environment with additional features, detailed below. As mentioned in the previous 

paragraph, the simplification of the simulation has been achieved, whereas the extension of the simulation 

environment, focusing on the data post processing, is currently in development. 

Simplification of energy community simulation: For the simplification of the EC simulation, DataBri-X tools 

were used for identifying and onboarding the required data sources. This required connecting BIFROST modules 

with the data sources (which includes enabling to interface with data sources residing in dataspaces), making sure 

that the data models between the various modules are compatible, instantiating and performing the simulation. 

This led to the workflow shown in Figure 5.4. The data space connector enables the discovery of data (step 1), 

while the RDFox tool is used for preprocessing (step 2) for specifying and executing rules that defined data quality 

and format requirements, for example, checking that sensor values are on provided in the right unit of measure, 

and ensuring that all every simulation time step has all the required data. Once preprocessing is finished the data 

is loaded into the BIFROST simulation framework and a simulation is performed (step 3).  
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Figure 5.4: Use Case 2 - Scenario 1 tool flow. 

Enriching distributed simulations with DataBri-X tools: In addition to utilizing DataBri-X for easing the 

simulation setup efforts, a set of DataBri-X tools have been identified which can be used to further enrich and 

extend the simulation environment. In the present setup, the results of the simulation are only analysed and 

visualised within the BIFROST tool.  Moreover, the data generated during the simulation is stored, but currently 

not shared.  Currently we are working on the simulation scenario by adding DataBri-X tools for data 

postprocessing and publishing. As with the data input, here we are also working with RDFox for data 

transformation, i.e. adding semantic metadata to the output datasets. We also plan to add watermarking and 

authentication tools to be able to then share the output datasets, e.g. via a dataspace.  

Pilot setup 

The pilot (and Instance of BIFROST) is setup at Siemens premises. The setup has not changed since the last 

deliverable (D2.2). The environment is deployed as a set of containers (with BIFROST and each external module 

corresponding to one container).  Moreover, the data space is integrated into the setup by using a basic TRUSTS17 

implementation.  

5.5 Demonstrator 3 specification: Legal Data Space 

Summary 

Developed on the basis of ethical and technical standards and legal compliance, the European Legal Data Space 

is intended to be the foundation for researchers, legal professionals, and all European citizens. For the 

development of future intelligent services and tools specifically for legal data, it is of central importance that the 

data contained therein is determinable for the user, assignable to a source. Likewise, in addition to legal 

documents, the data space should also contain legal knowledge such as controlled vocabularies and a central legal 

knowledge graph. Since the knowledge graph is a core component, this use case will focus specifically on its 

creation. In addition, domain-specific tools and services will be made available through the community to process 

legal information, gain insights, and create further business value. UC3 will also implement new features based 

on Data Spaces in planned and existing products and conduct user testing to test the added value in a business 

 
17 https://www.trusts-data.eu/ 
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environment. This will support both the evaluation and the preparation for use scenarios of the DataBri-X 

Toolbox. It will be implemented in three scenarios. 

Investigations with the legal community and general technology trends stress the importance of a Legal Data 

Space as an integrated working ecosystem for legal data and an adapted tool stack. The isolated need for data sets 

is very limited. Legal professionals seem to be the main stakeholders that could leverage the added value of such 

a data space. They have very valuable legal data available themselves, but they cannot elevate the value due to 

limited access to knowledge and technology. In addition, a proper governance in the Legal Data Space is an 

absolute necessity for any business usage in this domain.    

Scenario 1  

Here we demonstrate that the creation of such a legal data space is possible. In this data room, data, or documents 

from a wide variety of sources are made available for research and business. In addition, tools and services will 

be provided that enable the processing of legal information and thus offer added value for the legal user or support 

research in the field, especially AI applications. To this end, we will build a prototypical European Legal Data 

Space platform combining DataBri-X tools and methods, data from WKD and from open sources, and tools from 

DataBri-X partners and beyond. This prototypical core will be able to handle the specifics of legal information 

and form the basis for Scenarios 2 and 3. We decided to reuse an empty data space from the TRUSTS project for 

that end.  

Scenario 2  

Here we want to apply tools and services to legal data and identify and evaluate what specific challenges are 

associated with each domain.  

We want to connect JenPlane and the DataBri-X toolbox to the legal data space from Scenario 1. The toolbox 

contains all the partner tools that this use case wants/needs to include. These are mainly related to the ability to 

handle text or that can be applied to the legal information.  

Once this infrastructure is in place, we will develop example workflows in JenPlane that perform legal analysis 

tasks. In doing so, we will demonstrate that both the methodology and the toolbox can be applied to this domain. 

The current scenarios in mind focus on capturing legal knowledge on a very granular (sentence) level and apply 

this to recommender and analytics tools for proposing e.g. legally similar court cases. This is planned in two 

languages, namely German and Polish.   

Architecture for Scenario 2: 

As can be seen in Figure 5.5, the architecture for scenario 2 has OST RDFox as a central part for enrichment 

storage, where legal data is stored after being enriched by the different tools, those cover: 

• ARC KnowDE for generating knowledge-based and data-based recommendations and insights. 

• DFKI LER for entity recognition. 

• DFKI TIMEX for temporal data enrichment. 

• DFKI DSR for structural info data enrichment. 

• SWC PoolParty for first source for controlled legal concepts and data enrichment from them. 

After all data enrichment is stored in RDFox, it will be output to EBOS Visualizer for displaying the different 

analytics, and SWC PoolParty for data recommendation. 
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Figure 5.5: Tool landscape with SWC PoolParty and OST RDFox as backbone 

 

Scenario 3  

Here we will attempt to clarify some of the technical and legal issues around governance in a Legal Data Space, 

but also further consequences of the requirements arising from the European AI Act, e.g. around high-risk 

applications. Discussions with stakeholders and experts show that there is a real business potential for a trusted 

and operational platform. Therefore, discussions and further requirements will mainly be driven by exploitation 

aspects of the DataBri-X platform needed in the legal domain and beyond.  

Pilot setup 

The pilot is setup at WKD premises. System requirements for a basic TRUSTS implementation is as follows: 

• CPU: 4 Cores 

• RAM: 16GB 

• SSD: 40GB – unlimited depending on the amount of data to be stored 

• Networking: port 8080 open 

• OS: Debian based, tested on Debian v10, kernel 4.19.0-8-cloud-amd64 

• Utility: Docker, Docker-Compose 
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6 Conclusions 

The main goals of this document are the following: 

• To understand the governance process and its requirements including the metadata the tools should 

provide; 

• Describe the methods, techniques, conventions, and restrictions that the tool developers need to consider 

in their own software tools; 

• Define the way that the various tools are integrated to the process and other tools or workflows.  

Additionally, this document serves as an anchor point for the specification of the demonstrators, which are the 

agreed upon scenarios of the use-cases to show case the capabilities of the governance process and the tools in 

the context of the use-case descriptions. 

The initial allocation of the tools of the DataBri-X toolbox that will contribute to the UCs’ implementation has 

been defined mainly from the description and analysis of the demonstrators in this document. 

Through these demonstrators, the versatility and extendibility of the JenPlane concept methodology and the 

DataBri-X toolbox potential will be validated. 
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